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ICT and Green are two tightly related concepts. ICT systems in fact might support sustainability in 
different ways. On the one hand, the design of more efficient ICT systems can contribute in 
reducing the ICT energy consumption that is continuously increasing. In some regions of the world 
(e.g., US and UK) the energy consumed by the data centers is close to 10% of the total energy 
consumed in the area by the country. On the other hand, ICT can be used to monitor the impact 
of other systems (e.g., buildings, transportation) on the environmental sustainability and to support 
green-aware decisions. 
 
The purpose of ICGreen is to bring together researchers and practitioners that deal with the design 
of Green ICT systems or of ICT use for environmental sustainability. 
 
The conference accepted four full papers and two short papers. The papers mainly address some 
important issues related to three main areas: smart grid, green data center and energy efficiency in 
buildings. 
 
ICGreen 2015 opens with the keynote speech, “Towards sustainable mobile access networks” by 
Michela de Meo, Associate Professor at Politecnico di Torino (Turin, Italy). The talk highlights 
how new solutions and design paradigms for reducing energy consumption in mobile access 
networks are needed. In such scenario, large consumption derives from the networks being 
composed of many devices that consume relatively much. Some of the most promising techniques 
for reducing energy consumption of wireless access networks is dynamic stand-by of network 
equipment. The keynote presents an approach that exploits the fact that during low-load periods, a 
fraction of the deployed equipment becomes unnecessary and can enter some low-consumption 
mode. In the talk, some of these approaches are presented and their effectiveness discussed. 
Finally, the need to shift the attention from energy efficiency to sustainability is addressed. Some 
scenarios in which the use of solar energy to power base stations of cellular networks is becoming 
increasingly interesting are presented. 
 
The paper session consists of seven presentation whose main contributions is described in the 
following. 
 
Three papers address issues related to the smart grid area. The paper titled “An energy 
management framework for optimal demand response in a smart campus” by Cristina Rottondi, 
Antimo Barbato, Giacomo Verticale, Valeria Olivieri, Maurizio Delfanti, Giovanni Accetta, 
Massimo Trioni, Cristiana Bolchini, Elisa Quintarelli, Angela Geronazzo, Alessio Ded and 
Giovanni Massa introduces a framework for the power management in a smart campus 
environment. The approach they propose enables the integration of renewable local energy 
sources, storage banks and controllable loads, and supports Demand Response with the electricity 
grid operators. The paper clearly describes the ICT infrastructure and the optimization algotihms 
used to schedule the usage of electrical loads. 
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Another approach in the smart grid area is proposed in “Energy management using optimized 
storage usage in smart grid nodes” written by Pragya Kirti Gupta, Markus Duchon, Dagmar Koss, 
Cheng Zhang and Bernhard Schaetz. Considering that in the smart grid domain energy is obtained 
from various sources, authors propose an optimization algorithm to maximize the utilization of in-
house storage and generation units and reduce the energy taken from the grid. The paper carefully 
describes the algorithm and highlights which are the infrastructural conditions that play an 
important role in such optimization problems. 
 
Mark Apperley with his paper “GRID-LITE: A network integrated semi-autonomous local area 
electricity system” aims to contribute to the grid area with a form of microgrid, named Grid-lite, 
that is a distributed semi-autonomous microgrid which features a limited or restricted grid 
connection. The paper describes the approach and its adoption in a scenario in which real 
household consumption and solar PV data are considered. The presented results and the 
comparison with other approaches show the potential utility and strenghtnesses of Grid-lite. 
 
Two papers focus on green data centers addressing different aspects: energy efficiency in network, 
energy-aware VMs placement and energy consumption monitoring and visualization. 
 
Green network-related issues are addressed in “The implementation of green routing in software 
defined data center networks” by Hao Zhu, Jose Baranda, Cees De Laat and Paola Grosso. 
Networks are often designed to deal with high traffic situations in a way that when traffic is low 
they suffer from inefficient power usage. Authors exploit OpenNaas features to propose a green 
routing solution that also allows network users and providers to understand energy usage 
information of the networks. The paper presents the approach and a prototype that is used to show 
its efficiency and effectiveness at saving power. 
 
The focus of “A class-based virtual machine placement technique for a greener cloud” by Claudia 
Canali and Riccardo Lancellotti is an efficient allocation of VMs aiming to minimize the number of 
physical nodes occupied. 
 
The paper proposes new placement technique that puts together VMs characterized by a similar 
behaviour. Authors show that such technique is able to improve the efficiency and scalability of an 
IaaS Cloud system. 
 
Finally, the paper “A comprehensive framework for the co-simulation of energy efficiency in public 
buildings” by Luciano Baresi and Adnan Shahzada focuses on the important theme of energy 
management in buildings. Energy efficiency in buildings depends on several components (lights, 
HVAC, window blinds, etc.) and a unified control for both electrical and thermal energy usage is 
needed. Since past contributions focus on improving energy usage of the different components in 
an isolated way, the paper proposes a framework that considers various control strategies in an 
integrated way. 
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Towards Sustainable Mobile Access Networks
Evolution with New Base Station Power Model

Michela Meo, Yi Zhang and Marco Ajmone Marsan
Department of Electronics and Telecommunications - Politecnico di Torino, Italy

firstname.lastname@polito.it

Keywords: Energy efficiency, mobile networks, renewable energy.

Abstract: Energy efficiency has become one of the key issues for today’s mobile network operators, and the utilization
of renewable energy resources is emerging as one of the most promising approaches to drastically reduce the
carbon footprint and the energy cost of their networks, and in particular of base stations. In parallel, the de-
velopment of innovative base station technologies will bring during the next decade important improvements,
with a positive impact on the reduction of the power consumption of base stations. A newly developed power
model of next-generation LTE base stations, which accounts for the introduction of those new technologies,
and is much more traffic-proportional than the currently assumed power model, is considered in this paper
and compared to the old one. Starting from these two power models, this paper discusses the dimensioning of
two photovoltaic (PV) systems (pure PV system and hybrid PV-grid system) which can be used to power LTE
macro base stations. Numerical results show a remarkable reduction of the PV panel dimension and cost, with
the new-generation base stations, as compared to the old ones, which indicates that PV systems will become
much more advantageous and easy to install, thanks to the base station technology advances of the next years.

1 INTRODUCTION

The recent calculations of the huge energy consump-
tion of Information and Communication Technologies
(ICT) have raised the awareness of researchers and
technicians about the importance of new approaches
for the reduction of energy consumption in all sec-
tors of ICT, networking included. In (Lambert S. et
al., 2012), it was observed that ICT electricity usage
has been, in the last years, around 4-5% of the to-
tal worldwide consumption, with a compound annual
growth rate (CAGR) of about 5%, that is almost twice
the CAGR of the total electricity usage. Among the
ICT sectors, networks account for a consumption that
is already about one third of all ICT usage (1-1.5% of
the total), and is expected to grow at a rate of more
than 10%, that is even higher than for the other ICT
sectors. This rapid increase is due to the combination
of two aspects. On the one side, the opening of new
markets in developing countries is pushing the de-
ployment of new telecommunication infrastructures,
as well as the expansion of the already existing ones.

On the other side, due to the more and more massive
use of video and multimedia contents, services are be-
coming increasingly traffic-intensive. These two phe-
nomena are particularly evident in the field of mobile
networking, also because of the ease of deployment
of these networks, which, as a result, are already ac-
counting for 0.5% of the global electricity consump-
tion. According to the estimates reported in (CISCO,
2014), mobile network traffic is expected to grow by
an order of magnitude in only 5 years, with a CAGR
of more than 40% in the Asia Pacific region alone.

The introduction of new solutions to reduce en-
ergy consumption has been perceived as particularly
urgent for mobile operators, that observe that their
operational expenditure (OPEX) is dominated (up to
70% in some areas) by the cost of the electricity
needed to power their networks. In this scenario, the
adoption of energy-efficient solutions can translate
into significant cost reduction and revenue increase.

In a mobile network, around 60% of the electric-
ity consumption is due to the radio access network,
(Vadgama and Hunukumbure, 2011), mainly because
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the access devices, i.e, the Base Stations (BSs), are
complex, energy demanding devices, and many BSs
are needed to provide full coverage in a given area.
The consumption of BSs depends on their technology
(2G, 3G, 4G) as well as on the specific model (macro,
micro, pico, femto), manufacturer, and configuration.
In a typical 3G BS (Correia L. et al., 2010), up to 50-
80% of the energy is consumed by the power ampli-
fier, while about 30-50% goes in the cooling and sup-
port infrastructure. For this reason, many of the so-
lutions proposed to increase energy efficiency consist
in improving the power amplifier energy efficiency, in
reducing losses by moving signal processing as close
as possible to the antenna, and in improving the phys-
ical layout to reduce the need for cooling. While en-
ergy efficiency has improved a lot during recent years,
BSs still remain complex energy demanding devices.

Advances and improvements have been made also
for what concerns another quite important character-
istic of the BS power consumption, i.e., the consump-
tion variation as a function of traffic load. As it is
quite common for electronic devices, BSs have a very
low load proportionality, this meaning that a standard
BS consumes when idle a large fraction of what is
consumed at full traffic load. Even the most recent
BSs on the market, with a significant level of load pro-
portionality, exhibit a power consumption when idle
that is equal to about 60% of the full load consump-
tion.

The main implication of low load proportional-
ity is that BSs have low energy efficiency at low and
medium load, even if they operate most of the time
in this range. Indeed, since BSs are access devices
that aggregate a relatively small number of users in
the same small area, their typical daily traffic profile
shows a very high variability, with long periods of low
traffic. In other words, access networks consume en-
ergy for capacity deployment, rather than for capacity
usage. Based on this observation, several approaches
to reduce energy consumption of mobile access net-
works introduce techniques to make the available ca-
pacity adaptive to traffic, i.e., to activate capacity,
based on the request for service. During low traffic
periods, when little capacity is needed, some BSs are
put to low-consumption sleep modes, provided that
other BSs can carry the traffic of the BSs that enter
sleep modes. Several variations of this approach have
been proposed in the literature; see (Budzisz L. et al.,
2014) for a survey on this topic.

Although huge advances have been made in the
design of devices and of networks, so that today
the energy efficiency of mobile access networks has
largely improved, it is clear that energy efficiency
alone is not enough to face the expected growth in

the network equipment and traffic that was mentioned
above. The sustainability of the networks of the fu-
ture can be guaranteed only if new approaches for en-
ergy efficiency are coupled with new energy genera-
tion paradigms. The growth in service demand can be
satisfied only if the network power consumption be-
comes sustainable, i.e., if networks start using energy
that is produced in a sustainable way, through renew-
able energy sources. This leads to networks that not
only use energy in a parsimonious way, but are also
aware of the kind of energy that they use, of the cost
to generate it, and of the possibility that energy pro-
visioning is not continuously guaranteed.

Two scenarios can be envisioned. In the first one,
the Zero-grid Electricity Netwoking (ZEN) scenario,
BSs are powered through renewable energy sources
only, using for example photovoltaic (PV) panels.
Since energy production is not constant and continu-
ous, but depends on solar radiation, batteries are used
to store, during energy production periods, the energy
that is needed when production is scarce or null. For
example, a solar panel produces during the daytime
the energy that is used to power the BS, plus some
additional energy that is stored in the batteries to be
used during night, when energy cannot be produced.
Since this kind of energy generation is intermittent, it
might happen that the BS cannot be powered due to
lack of energy. In the second scenario, the hybrid sce-
nario, BSs can use, if needed, some energy obtained
from a secondary power source, which can be the tra-
ditional power grid or a backup supply.

The ZEN approach is very suitable for the deploy-
ment of communication services in emerging coun-
tries in which the power grid is unreliable or, in some
areas, inexistent, and it allows for a quick and cheap
provisioning of service, even in disadvantaged areas
with little infrastructures. In these areas, BSs are of-
ten powered with costly (and polluting) diesel gener-
ators, whose operational cost is high, due to both the
cost of fuel itself, and the cost to carry the needed
fuel to the BSs. Despite this, it is estimated that about
1 million BSs powered with diesel generators are al-
ready deployed in this kind of area (GSMA, 2014).
The hybrid scenario allows for cost decrease in coun-
tries with reliable power grids, in which the energy
cost is large, and locally producing energy reduces
the amount that is bought, at high price, from the grid;
moreover, this approach can effectively be used when
incentives are in place to stimulate the use of renew-
able energy sources.

With the forecasted evolution of the energy ef-
ficiency of base stations, the dimension of the PV
panels necessary to power base stations will become
smaller, thus making the renewable energy option

Fourth International Conference on Green IT Solutions

4



more and more feasible. To show the feasibility
of the renewable energy approach, based on the re-
sults in (Meo et al., 2015), we report in this paper
some new results investigating the impact of differ-
ent BS power models. We consider the case of a LTE
macro BS, powered with a system based on PV pan-
els and batteries, in the cities of Torino, in Italy, and
Aswan, in Egypt. Several powering systems are con-
sidered, with different degrees of usage of the tradi-
tional power grid. Let the parameter PT identify a
power system that guarantees that, when simulating
the power generation process for a whole year, the
percentage of time in which the charge of the bat-
teries of the BS powering systems is above 30% is
equal to PT . The case with PT =100% corresponds
to the ZEN scenario. In ZEN, batteries are never be-
low 30%, and the BS fully relies on renewable energy.
The lower we choose the value of PT , the more the BS
can take energy from the grid. Indeed, low values of
PT imply the possibly that the battery fully discharges
and energy must be taken from the power grid.

Numerical results show significant savings in the
PV panel dimension when we consider the new power
model of the next generation base stations, compared
with traditional base station power models. The sav-
ings mainly come from the feature of new base sta-
tions of being more load-proportional.

The rest of the paper is organized as follows. In
Section 2 the BS power model is presented; the traffic
profile is shown and discussed in Section 3. The two
considered powering systems, i.e., the pure solar sys-
tem and the hybrid one, are illustrated in Section 4.
Numerical results for the case studies of Torino and
Aswan are reported in Section 5. Finally, Section 6
concludes the paper.

2 THE NEW BASE STATION
POWER MODEL

The power consumption of LTE base stations (BSs)
consists of two parts: fixed power consumption and
load-dependent power consumption. The fixed power
consumption corresponds to basic BS functions, like
cooling and baseband processing, while the load-
dependent power consumption mainly corresponds to
the output power of the RF power amplifier, which is
a linear function of the traffic load of the BS. Based
on (EARTH, 2010), a widely adopted power model
for LTE BS is expressed by the follow equation:

P(ρ) = NT X (P0 +∆pPmaxρ) 0 ≤ ρ ≤ 1, (1)

where NT X is the number of antennas, Pmax is the max-
imum power out of the RF power amplifier, P0 is the

power consumed when the RF output is null, ∆p is the
slope of the emission-dependent consumption.

With the development of new technologies for the
implementation of new BS generations, and the up-
grades from 2G to 3G and 4G, the BS energy ef-
ficiency has been constantly growing. The power
consumption of new Multiple Input Multiple Out-
put (MIMO) BSs is more proportional to the traf-
fic load; in other words, the fixed power consump-
tion of BSs has become much smaller than the load-
dependent power consumption. Taking macro BSs
as an example, Table 1 shows the comparison of the
power models developed for old macro BSs with RRU
(Remote Radio Unit), and new macro BSs with 2x2
MIMO and 4x4 MIMO, according to the recent re-
sults of GreenTouch (GreenTouch, 2015). The com-
parison shows that the no-load power consumption
can be largely reduced (100+ Watt vs 500+ Watt), al-
though the full-load power consumption of new and
old macro BSs is not expected to show large dif-
ferences. These changes imply that the power con-
sumption of new MIMO BSs will be more load-
proportional, with much lower power consumption
when idle. This message gives us an indication that
the new MIMO BSs will consume much less energy
during the night, when the traffic load is low, and PV
panels do not produce energy, so that we can expect
that less batteries and smaller PV panels are neces-
sary. Table 1 shows that the average power consump-
tion per day for the new MIMO BSs will be 30-40%
less with respect to the old BSs. In the following sec-
tions, we quantitatively investigate to what extent this
feature of the new MIMO macro BSs impacts the di-
mensioning of the PV system.

Table 1: Comparison of new and old power models of
macro base stations.

Base station Power consumption Daily
model full load no load consump.

[W] [W] [kWh]
new 2x2 MIMO 702.6 114.5 8.65
new 4x4 MIMO 742.2 138.9 9.39
old with RRU 840.0 504.0 14.46

3 TRAFFIC PROFILE

To simulate the real-time power consumption of
macro BSs, a realistic traffic profile is necessary. We
use some real normalized data measured by a mobile
operator in a residential area; the data that we used
are shown in Fig. 1. During the night and in the
early morning, the normalized traffic load is lower
than 20%, which corresponds to a very low power

Towards Sustainable Mobile Access Networks - Evolution with New Base Station Power Model
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Figure 1: Traffic profiles measured on an operational cellu-
lar network in a residential area.

consumption, if the power consumption of the BS
is reasonably load-proportional and the fixed power
consumption is low. Nevertheless, since no energy is
produced by the PV panel during the night, back-up
batteries are needed to store the extra energy produced
during the day, and that will be used by the BS during
the night. Therefore, a low energy consumption dur-
ing the night becomes a key point for the reduction of
the PV panel size and of the number of batteries.

It is worth noting that the use of traffic pro-
files measured in business areas, rather than residen-
tial areas, corresponds to smaller daily consumption,
see (Meo et al., 2015), and thus leads to more favor-
able results than those reported in the following sec-
tions.

4 TWO PV SYSTEMS

As discussed in our previous work (Meo et al., 2015),
we conduct our simulations based on two different BS
powering systems, i,e., the pure PV system and the
hybrid PV-grid system, respectively.

4.1 Pure PV System

The pure PV system consists of two main compo-
nents: PV panel and back-up batteries. The energy
produced by the PV panel that is not completely con-
sumed by the BS during the daytime is stored in-
side the batteries, that will later deliver the energy
needed at night, while the PV panel is producing
no energy. The battery charge is always kept above
30% to avoid depletion due to solar radiation vari-
ations and to reduce the fluctuations of the battery
charge. From our investigation, this system suffers

Figure 2: Architecture of the hybrid BS power system.

of over-dimensioning, leading to unmanageably large
PV panel sizes for the old generations of macro BSs
(e.g., over 85 m2, in the city of Torino). This re-
sult is due to the very low energy production because
of low solar radiation in winter in some geographi-
cal areas. In order to allow the macro BS to operate
continuously in winter in these areas, the PV panel
has to be large. In turn, this causes a significant en-
ergy waste during summer, when the solar radiation
is much stronger.

4.2 Hybrid PV-grid System

To compensate for the disadvantage of a pure PV sys-
tem, which must be dimensioned for the period of the
year with lowest PV panel production, a hybrid PV-
grid system is proposed. The hybrid PV-grid system
includes an additional power source, i.e., the power
grid (or a small auxiliary diesel generator). In this
case, an energy management unit is installed in the
system (shown in Fig. 2) to control the power flows
from the 3 power sources. We assume that the BS ob-
tains energy from the power grid only when the bat-
tery is discharged. As mentioned above, we introduce
a threshold PT to specify the percentage of time in
a year when the battery charge must be over 30%, to
control the amount of energy taken from the power
grid. The use of a hybrid system solves the problem
of the low energy production in winter, when the PV
panel production is not sufficient, and the power grid
acts as a backup. Therefore, the required PV panel
size is smaller, and the energy waste in summer is
less than in the pure PV system. The reduction of the
dimension of the PV panel makes it much easier to
install, and implies a reduction of the investment cost
at the same time. The numerical results are shown in
the next section.

Fourth International Conference on Green IT Solutions
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5 SIMULATION RESULTS

5.1 Case Study: Torino

In this subsection, we report the results of our simula-
tions for the city on Torino, where there is a large sea-
sonal variation of the solar radiation. On the one hand,
we investigate the improvements that can be achieved
with the new MIMO BSs with respect to the old BS
models; on the other hand, we investigate how much
the hybrid PV-grid system helps to reduce the dimen-
sion of PV panels for both new and old BSs.

Our simulation is based on the traffic profile
shown in Fig. 1, assuming that the real peak traf-
fic load is 70% of the installed capacity. The daily
traffic profile is repeated for each day of one year
to represent the whole year traffic profile. The
energy produced by one unit size of PV panel in
Torino for each hour is obtained from the online tool
PVWatts (NREL, 2015). The unit size (denoted by
1 kWp) corresponds to 5 m2 with the solar cell tech-
nology of today, but might reduce to just 2 m2 with
new generations of solar cells.

Table 2 and Table 3 show numerical results for
new 2x2 and 4x4 MIMO BS types, respectively, while
Table 4 shows results for old macro BSs with RRU.
Note that the cases for PT =70%, 80% and 90% cor-
respond to the hybrid PV-grid system and the case for
PT =100% corresponds to the pure PV system.

By comparing these three tables, we can conclude
that the new 2x2 MIMO and 4x4 MIMO BS types
have rather similar PV dimensioning, with only about
10% difference between them. However, these two
BS types require much smaller PV panel size than
the old macro BSs. The required size of PV panel
to power the two new MIMO BS types, and the cor-
responding total cost, are about 50% of the old macro
BSs for the hybrid PV-grid system, while the differ-
ence is even larger for the pure PV system. The size
of the PV panels needed for the two new MIMO BS
types is below 20% of the PV panel size required for
old macro BSs, and the total cost is below 40%. For
the new MIMO BS types, the largest PV panel size is
only about 17.5 m2 (for the case of 4x4 MIMO and
pure PV system). Therefore, these results show that
the new MIMO BS types are quite suitable for the de-
ployment of renewable energy power systems.

Besides, the results show that the hybrid PV-grid
system always saves cost and size with respect to the
pure PV system, with about 50-70% savings for the
case of new MIMO BS types and 60-80% savings for
the case of old macro BS with RRU.

Table 2: PV Dimension of new 2x2 MIMO base station for
different values of PT .

PT PV size Num. PV+batt. Grid cost
[m2] batt. cost [ke] [ke/y]

70% 9 3 1.84 0.055
80% 9 5 2.15 0.038
90% 13 5 2.76 0.022
100% 15 20 5.38 0

Table 3: PV Dimension of new 4x4 MIMO base station for
different values of PT .

PT PV size Num. PV+batt. Grid cost
[m2] batt. cost [ke] [ke/y]

70% 10 3 2 0.066
80% 11 4 2.3 0.045
90% 14 6 3.07 0.023
100% 17.5 22 6.07 0

5.2 Case Study: Aswan

Aswan is a city located near the Tropic of Cancer, and
has a much more constant solar radiation level during
the whole year than the city of Torino. In this sub-
section, we conduct a similar investigation as in the
section above, now for the city of Aswan, in order
to investigate the performance of hybrid PV-grid sys-
tems in other geographic locations. Fig. 3 shows the
comparison of the PV panel size for new and old BS
models, and Fig. 4 shows the comparison of the to-
tal cost for these two models in one year (battery+PV
panel+grid cost). Like in the case of Torino, on the
one hand, the pure PV system requires 50-70% larger
panel sizes, and higher total cost, with respect to the
case of the hybrid PV-grid system; on the other hand,
the two types of new MIMO BSs save around 50%
in both panel size and total cost with respect to the
old macro BS types with RRU. From these results,
although all the numbers for Aswan are smaller than
the ones for Torino (this is due to the fact that Aswan
has much higher solar radiation levels, and much less
variability over the year), we still see a quite similar
pattern for the results of different types of BSs and
different types of PV systems.

6 CONCLUSION

While much effort has been recently devoted to in-
crease the energy efficiency of mobile access net-
works, and remarkable results have been achieved, the
estimates of the future service demand growth suggest
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Table 4: PV Dimension of old macro base station with RRU
for different values of PT .

PT PV size Num. PV+batt. Grid cost
[m2] batt. cost [ke] [ke/y]

70% 19.5 5 3.76 0.146
80% 20.5 7 4.23 0.105
90% 30 10 6.15 0.048

100% 88 28 17.84 0
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Figure 3: Comparison of PV panel size for new and old base
stations in Aswan.

that what has been done so far is not enough. Net-
works should be increasingly designed by taking en-
ergy production into account. The introduction of re-
newable energy generators as primary sources of en-
ergy for network equipment is a must for the sustain-
ability of the networks of the future. With today tech-
nology, powering BSs with hybrid PV-grid system is
feasible and cost effective in several geographical ar-
eas. In addition, new BS technology and improved
solar cell efficiency will make the deployment of PV
panels more and more convenient by reducing the re-
quired PV panel size and cost.
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Abstract: A framework for the power management in a smart campus environment is proposed, which enables the
integration of renewable local energy sources, storage banks and controllable loads, and supports Demand
Response with the electricity grid operators. We describe the system components, including an Energy Man-
agement System for the optimal scheduling of power usage, a telecommunication infrastructure for data ex-
change, and power production/consumption forecast algorithms. We also analyzes relevant use cases and
propose quality metrics for the performance validation of the framework.

1 INTRODUCTION

The incorporation of Smart technologies in buildings
is considered as the key factor for the achievement of
the objectives of energy efficiency, integration of Re-
newable Energy Sources (RESes), and reduction in
the emissions of pollutants. Nowadays, the prevalent
amount of energy usage is due to building condition-
ing and management in urban centres, rather than to
transportation and industrial plants (Yamamoto and
Graham, 2009). Therefore, in order to ensure envi-
ronmental sustainability and to adhere to the concept
of Nearly Zero Energy Buildings (NZEB) (Kurnitski
et al., 2011), novel infrastructures combining Smart
Grids and Information and Communication Technolo-
gies (ICT) must be designed.

Though several studies on methodologies for op-
timal energy management of smart buildings and mi-
crogrids have appeared and demonstrators for spe-
cific use cases have recently been proposed (Noritake
et al., 2013; Lu et al., 2010; Koss et al., 2012), the de-
sign of a general framework for the energy manage-
ment of a smart campus still needs to be addressed.
Such framework must take into account the multi-
ple entities interacting in the Smart Grid ecosystem
(e.g. Distribution and Transmission System Opera-
tors, utilities, users, and third party services). More-
over, it must provide effective management tools for

the local schedule of the energy usage at the users’
side, supporting the integration of distributed energy
sources (e.g. photovoltaic and wind power plants),
energy storage banks, and various categories of con-
trollable loads (including water/heat pumps; Heating,
Ventilating and Air Conditioning (HVAC) plants; tri-
generation plants; and electric vehicles). Such local
Energy Management System (EMS) must ensure to
the users quality of service guarantees while enabling
Automatic Demand Response (ADR) with variable
energy tariffs and interactions between users and util-
ities/grid operators in case of emergencies. To these
aims, the framework must also include prediction
models for energy production/consumption patterns
and building thermal inertia based on weather fore-
casts and expectations about building occupation, and
a system to collect human feedbacks about the per-
ceived thermal comfort, as well as all the data on en-
ergy consumption and thermal conditions of the con-
trolled spaces. A suitable ICT infrastructure is needed
to support data storage/retrieval and the communica-
tions required by the EMS to coordinate generators,
loads and field sensors/actuators.

In this paper, we propose an energy management
framework for a smart campus that addresses all the
above mentioned issues. However, the proposed solu-
tion can be easily generalized for application in resi-
dential buildings. The framework has been designed
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to be implemented in a set of demonstrators, includ-
ing a group of buildings in Politecnico di Milano and
a private house. After providing an overall view of
the related work in Section 2, in Section 4 we first
introduce the general framework concepts, then we
describe the optimization approach implemented by
the Energy Management System and the ICT infras-
tructure for data transmission and management. We
analyze some relevant use cases in Section 3. Finally,
Section 6 concludes the paper.

2 RELATED WORK

The research community has recently investigated
several optimization methodologies for the energy
management of residential, industrial and commercial
scenarios, with real-time or day-ahead approaches.
They are often based on the users’ behavior profil-
ing with the purpose of inferring the main habits and
automatically act on them to reduce energy dissipa-
tion, e.g. by switching off stand-by devices (Nesse
et al., 2014; Nguyen and Aiello, 2013). The main
drawback of the analyzed proposals w.r.t. the col-
lected knowledge, is that data are stored with ad-hoc
solutions that usually do not support data sharing and
access by multiple entities. In the context of “Smart
Office” scenarios, in (Zarkadis et al., 2014) data from
multiple sensors and actuators has been recorded for
6 years in a building of the EPFL campus. The col-
lected data include room temperature, presence, light-
ing level, windows opening, blinds position, electric
lights and heating power; weather data have been col-
lected as well, and includes ambient temperature, so-
lar radiation on a horizontal surface (direct and dif-
fuse components), wind speed and direction and rain
alarm. The main goal of the proposal is to validate
control algorithms for the actuation of solar shadings,
electric lighting and heating equipment. It was shown
that such control algorithms were able to significantly
reduce the energy consumption while maintaining the
same comfort level or even improving it. In (Coun-
sell et al., 2009) the authors describe a case study
about the refurbishment of a 1960’s student accom-
modation. The refurbishment was predicted to pos-
sibly achieve a standard called Code for Sustainable;
building information modeling and visualization are
used for analyzing and comparing different design
solutions. (Bull et al., 2012) presents a proposal to
evaluate the role of Apps as an enabler of behavioral
changes with specific aim of reducing energy con-
sumption in buildings.

Our proposal includes an integrated data reposi-
tory collecting all the relevant information gathered

by different sources and available to be accessed by
different actors.

A mixed integer linear model for the joint op-
timization of gas and electricity bills of a univer-
sity campus building has been presented by Guan et
al. (Guan et al., 2010). The building is equipped
with a controllable combined heat-power system, bat-
tery storage and a photovoltaic plant. The opti-
mizer can run either under assumption of “a priori”
knowledge about future events, or assuming a “sce-
nario tree”,in which multiple possible future produc-
tion/consumption patterns are considered, each one
weighted with its probability of occurrence. This way,
uncertainty about future energy usage is taken into ac-
count. Our approach also uses a linear program, but
our EMS relies on energy production/consumption
forecast models. Moreover, the optimization proce-
dure is repeated multiple times during the schedul-
ing horizon, and decisions are dynamically updated.
Other recent works addressing Smart Office environ-
ments include studies on energy saving strategies for
lightening management based on room occupancy (by
Stojanovic et al. (Stojanovic et al., 2011)) and some
demonstrators deployed in office buildings aimed at
the development of self-sustained distributed energy
systems (Noritake et al., 2013; Lu et al., 2010; Koss
et al., 2012).

For what concerns residential environments,
Bozchalui et al. (Bozchalui et al., 2012) and Kriett
et al. (Kriett and Salani, 2012) provide optimization
models for the usage of individual electrical appli-
ances and combine multiple objectives such as the
minimization of energy consumption, energy costs,
carbon emissions, and peak load. Our proposed EMS
also optimizes different objective functions, including
energy costs, the comfort of the buildings’ occupants,
and the fulfillment of ADR requests from the Distri-
bution System Operator (DSO).

3 USAGE SCENARIOS

The interaction between the smart campus and the
grid comprises three major usage scenarios: the
market-driven, the demand response, and the emer-
gency scenarios. In the market driven scenario, the
EMS can decide to buy (or sell) any amount of power
subject only to the contractual limits. Depending
on the contract, the campus can either have pre-
determined flat or time-varying tariffs. These, in turn,
can be known in advance for the whole optimization
horizon, either because specified in the contract or be-
cause they depend on the day-ahead market. Alterna-
tively, the tariffs can be only partly known because
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they depend on the real-time energy market.
In the demand response scenario, the DSO period-

ically issues Demand Response Events (DRE). Each
DRE is targeted towards one or more Point of Deliv-
ery (POD), i.e. an electricity subscriber, and is char-
acterized by a manifest specifying: an upper limit to
the active power that the subscriber can drain from
the grid, an upper limit to the active power that the
subscriber can inject into the grid, an amount of re-
active power that the customer should inject into the
grid. The DRE is also associated to an initial time,
a final time, and an economic incentive. The DRE is
issued 1.5 hours to one day in advance with respect to
the start time, and the EMS is not required to explic-
itly accept or refuse the DRE offer, but is expected to
take the offer into account when optimizing the cam-
pus behavior. At the end of the DRE, the DSO checks
what PODs complied to the manifest and subtracts the
incentive from the subscriber’s bill.

In the emergency scenario, the DSO takes full
control of the subscriber’s load. The DSO can either
detach the subscriber, limit the power generation, or
change the amount of reactive power.

It is worth noting that the EMS has a much finer
control of the campus behavior than the DSO during
the emergency scenario, thus DREs should be seen as
a way to avoid emergency situations while sacrificing
energy efficiency as little as possible.

4 THE ENERGY MANAGEMENT
FRAMEWORK

4.1 System Overview

The energy management framework involves
Distribution and Transmission System Operators
(DSO/TSO), which are responsible for the electricity
dispatchment; the retail users (equipped with local
generation and storage capabilities); the energy
utility, which sells electricity to the retail users; the
energy market (both on real-time or day-ahead basis);
and third party services (e.g. a weather forecast
provider).

With reference to Figure 1, the framework in-
cludes the following domains:

• Demand Side Management Domain: it consists
of the energy dispatchment and management in-
frastructure of the DSO and its interfaces with the
TSO.

• Back-End Domain: it comprises the EMS for the
energy usage schedule, a data repository for infor-
mation storage/retrieval, and multiple interfaces

for the collection of input data provided by exter-
nal entities. Such data include weather forecasts,
historical data about the usage patterns of electric
vehicles, historical/current energy tariffs, predic-
tions about the future energy production of local
energy sources and about the energy consumption
due to uncontrollable loads.

• Front-end Domain: it includes field sen-
sors/actuators and communication gateways
which convert the scheduling outputs provided
by the EMS into commands to control the field
devices.

• Application Domain: it comprises all the soft-
ware applications that support interactions be-
tween users and the energy management system,
including interfaces for the setting of users’ pref-
erences about the management of their electrical
appliances, for the collection of users’ feedbacks
about their perceived comfort level, and for data
monitoring.

4.2 The ICT Infrastructure

The ICT infrastructure has been designed by priori-
tizing the following goals:

1. The field devices must work even if there is no
input from the EMS.

2. The infrastructure must provide sufficient flexibil-
ity to accommodate multiple adapters for a wide
variety of field devices.

3. The frequency data is collected from the field de-
vices depends on the specific field device and is
independent from the EMS decisions.

4. The EMS makes its decisions on the basis of
snapshots of the state at a given time and of the
available forecasts of the future energy produc-
tion/consumption due to generators/loads.

5. The EMS provides a schedule of all the power
consumption set points of the various field devices
over a given time horizon. The field actuators map
these set points into commands to be issued to the
devices.

6. The running frequency of the EMS and the opti-
mization horizon can change over time.

On the basis of the stated goals, the ICT infras-
tructure leverages the two main functional elements in
the back-end: the data repository and the EMS. The
data repository collects data from the field gateways,
which read the field sensors, from the forecast mod-
els, and from the EMS, which logs its decisions. Such
data is read by the forecast models, by the EMS, and
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Figure 1: The framework architecture.

by the various Business Intelligence and data presen-
tation applications.

The Energy Management System is expected to
run at every time slot, but it can be configured to run
less frequently. The EMS collects data from the data
repository and DRE manifests from the DSO and exe-
cutes an optimization algorithm, which schedules the
power demand by passive loads, such as HVACs and
EVs, and the storage of the power generated by RE-
Ses.

In general, the EMS’s decisions are based on pre-
dictions and the field devices cannot always comply
to the EMS decisions. For example, the production
from PV units or the demand by EVs can be less than
expected. Therefore, the EMS pushes the schedule
for each field device to a controller that transforms
the chosen set points into constraints to the maximum
power that the device can drain or inject into the sys-
tem.

Prediction errors are dealt with in two ways. Small
errors are managed by running the EMS frequently
and by using up-to-date data at each iteration. This
way, the EMS can continuously update its decisions
to cope with changed conditions and avoid accumu-
lating large errors, thus limiting inefficiencies. Large
errors, such as a completely wrong weather forecast,
are dealt by each controller, which can lift the EMS
constraints if the controlled field device cannot pro-
vide a minimum service. This happens, for exam-

ple, with the HVACs. In case the allocated power
would result in a too low (or too high) temperature
and, consequently, in a too high discomfort, the con-
troller can remove the constraint and make the system
work freely.

The back-end domain includes the data repository,
the EMS, and all the forecast models. The data repos-
itory can be either in the campus data center or at
any IaaS or Paas provider. All the components of
the back-end communicate with external data sources,
such as the DSO or the weather forecast service, with
the data presentation applications via the Internet and
with the field front-end by means of the campus LAN.

The gateways and the controllers are physical de-
vices equipped with the networking interfaces re-
quired to communicate with the sensors and actuators
and with the back-end. In addition, they are equipped
with sufficient computational capabilities to perform
some predefined automated control operations, such
as lifting power constraints if some target values of
the sensors are not met. Generally, controllers also
behave as gateways.

4.3 The Data Repository

As discussed, the proposed framework includes a data
repository collecting all the relevant information ex-
ploited by the different actors, i.e., the EMS, the other
controllers (thermal, EV charger totems) and data an-
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Figure 2: The data repository.

alytics/KPI evaluators. The data stored in the repos-
itory, depicted in Figure 2, consist of the following
pieces of information:

• electricity market prices;

• data collected from sensors monitoring the build-
ing thermal conditions, energy consumption
(within the buildings and from the EV chargers)
and the users’ feedback on their thermal comfort;
the data are processed to be cleaned, integrated
and summarized, in order to be exploited by the
EMS and the other controller. Such data consti-
tute the actual status of the system, and incremen-
tally contributes to the definition of the historical
data, used by the EMS to make forecasts on future
energy requests/thermal conditions;

• weather forecasts to enable the estimation of en-
ergy production from photovoltaic sources;

• buildings models and templates, actuators and
sensors technical features and space occupancy
patterns.

In line with the definition of a flexible frame-
work, which should fit various application environ-
ments possibly characterized by different peculiarities
that might affect the overall EMS strategy, the archi-
tecture of the data repository has been organized in
two layers.

At the bottom layer, which collects data from
the field, sensors organized in wired/wireless sensor

networks have been deployed to continuously mon-
itor the smart campus spaces, the EV recharge sta-
tions and the energy production sensors. Different
technologies have been adopted (e.g. Zigbee and Z-
Wave), exploiting existing solutions and deploying
new ones, thus integrating an ecosystem of monitor-
ing solutions. Gateways gather data from field sen-
sors and transmit them to the central data repository; a
polling-based acquisition approach has been adopted
to efficiently manage the data acquisition given the
high number of sensors. Moreover, the users’ thermal
comfort is collected by means of a mobile app to have
a feedback on the perceived conditions of the spaces
being controlled by the EMS optimization strategies.
All this data needs to be be cleaned and summarized
before being stored into a relational database, for fur-
ther exploitation. Therefore, a NoSQL datastore solu-
tion has been adopted, suitable for storing wide data
sources constituted by semi-structured heterogeneous
data. We opted for the NoSQL-based Cassandra (Lak-
shman and Malik, 2010) distributed database man-
agement system, which is designed to handle large
amounts of data providing high availability and fault
tolerance. Within the framework, we define a set of
distributed algorithms to perform data cleaning and
summarization. Moreover, the system supplies on-
line data analysis using an sql-like query language and
supports batch processing over its distributed file sys-
tem. The Cassandra File System also enables the us-
age of powerful Big Data frameworks, useful to carry
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out data analytics and KPI evaluations to improve the
EMS mission.

Once the data have been summarized, they are
pushed into a Postgresql database, where they re-
main available to be used by the controllers and the
EMS. This relational database is the second layer
of the data repository architecture and stores all the
i) structured static data, including buildings templates
and models, actuators and sensors technical features
and occupancy patterns, ii) structured data related to
weather forecasts, electricity prices, DSO requests,
and iii) semi-structured real-time data, coming from
the lower layer.

Altogether, the main purpose of the data reposi-
tory is to collect data coming from the whole demon-
strator and to supply each controller with the summa-
rized information it needs, offering a comprehensive
view of the overall system. The two-layer architecture
allows for gathering both raw data (to be processed in
parallel) and summarized data (that should be more
reliable) thus optimizing the data analytics and KPI
extraction processes, to better support the EMS.

4.4 The EMS Optimization Model

The EMS optimization algorithm must allocate the
power demand of users over a scheduling horizon
(e.g. 24 hours) divided into a set K of time slots
of fixed duration (e.g. 15 minutes). Users have two
different kinds of loads: fixed and adjustable. Fixed
loads are non-manageable appliances (e.g. lighting)
and are characterized, in each time slot k ∈ K , by
their overall power consumption pF

k . Adjustable loads
are manageable appliances whose consumption can
be modified by the EMS. In our framework, we con-
sider two different sets of adjustable loads: electric
vehicles and thermal units. In the first case, the EMS
must decide the charging schedule of a set V of elec-
tric vehicles. Each vehicle v, powered with a bat-
tery of capacity CEV

v , arrives at the charging station
at time AEV

v and departs at time DEV
v . The State Of

Charge (SOC) of its battery at the arrival time is SEV
v

and its charge target is SEV,target
v . Moreover, each ve-

hicle is characterized by its maximum and minimum
charge rates, respectively τ

EV,max
v and τ

EV,min
v , and by

its charge efficiency ηEV
v . In case of the thermal units,

which are used to heat and cool buildings and are rep-
resented by the set U, the EMS must decide their op-
erating plan. In this case, each unit u is characterized
by a set of possible operating plans T , each one char-
acterized, in each time slot k ∈K , by a known power
consumption pT

utk and thermal comfort qT
utk.

In our framework, local PhotoVoltaic (PV) plants
are used to generate electric energy that can be either

used locally or injected into the grid. PV sources are
characterized by their total amount of power which
is predicted to be generated in each time slot k ∈ K
pPV

k . In order to optimize the usage of PV plants (e.g.
minimize the power exchange with the grid, increase
the percentage of energy used from PV generation) a
storage bank is used. This bank is characterized by a
set of parameters: its capacity CPV , its state of charge
at the beginning of the time horizon K SPV , its max-
imum/minimum charge/discharge rates, respectively
τPV,max, τPV,min, ϑPV,max and ϑPV,min and, finally, its
charge/discharge efficiency ηPV .

The proposed framework supports demand re-
sponse services. Specifically, in case of system emer-
gencies or in response to supply conditions, the grid
operator may request to reduce/increase the power de-
mand and supply of users, providing an economic in-
centive in case users meet such requests. In order to
enable demand response services, the operator must
specify:

• the set of time slots where it sets an upper bound
on the power demand K y,U ⊆ K , the upper limit
of the power demand π

y,U
k and the reward paid to

incentivize users to meet its request ry,U
k ;

• the set of time slots where it sets a lower bound
on the power demand K y,L ⊆ K , the lower limit
of the power demand π

y,L
k and the reward paid to

incentivize users to meet its request ry,L
k ;

• the set of time slots where it sets an upper bound
on the power supplied to the grid K z,U ⊆ K , the
upper limit of the power supply π

z,U
k and the re-

ward paid to incentivize users to meet its request
rz,U

k ;

• the set of time slots where it sets a lower bound
on the power supplied to the grid K z,L ⊆ K , the
lower limit of the power supply π

z,L
k and the re-

ward paid to incentivize users to meet its request
rz,L

k .

Whenever a new time slot starts, the EMS re-
ceives the energy production/consumption forecasts
computed by the prediction modules of the frame-
work, the amounts of energy generated and consumed
in the previous slot, the current state of charge of the
storage bank and of the batteries of the electric ve-
hicles plugged for recharge. The EMS then runs a
Mixed Integer Linear Programming (MILP) model to
schedule the energy usage plan over the horizon K .
The optimization model is defined as follows.
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Constraints description

Thermal units. In our system, the model has to de-
cide the optimal operating plan of the thermal units.
To this end, a set of binary variables, βut , is defined
for each unit u ∈U and each possible plan t ∈ T : βut
is equal to 1 if plan t is chosen for the thermal unit
u and 0 otherwise. Such variables are subject to the
following constraints:

∑
t∈T

βut = 1 ∀u ∈U (1)

which guarantee that only one operating plan is cho-
sen.

EV charging station. In order to model the charg-
ing station of electric vehicles, three sets of variables
are introduced. Firstly, a set of binary variables, ωEV

vk ,
is defined for each time slot k ∈ K : ωEV

vk is equal to 1
if the station is charging the storage system of the EV
v at time k and 0 otherwise. The charge rates must be
decided by the model as well. They are represented
by the continuous non-negative variables cEV

vk which
are bounded, for each k ∈K , according to the follow-
ing constraints:

τ
EV,min
v ωEV

vk ≤ cEV
vk ∀v ∈ V ,k : AEV

v ≤ k ≤ DEV
v

cEV
vk ≤ τ

EV,max
v ωEV

vk ∀v ∈ V ,k : AEV
v ≤ k ≤ DEV

v

cEV
vk = 0 ∀v ∈ V ,k : k < AEV

v | k > DEV
v

(2)

The state of charge of vehicles is represented by the
continuous non-negative variables sEV

vk which are de-
fined for each EV v and each time slot k. The SOC of
an EV in a time slot depends on the SOC of the same
EV in the previous time slot and on the charge rates,
according to the following constraints:

sEV
vk = SEV

v +ηEV
v cEV

vk ∀v ∈ V ,k = AEV
v

sEV
vk = sEV

v(k−1)+ηEV
v cEV

vk ∀v ∈ V ,k : k > AEV
v

(3)

The state of charge of the battery of each EV is
bounded according to the following constraints:

sEV
vk ≤CEV

v ∀v ∈ V ,k ∈K (4)

Finally, the SOC of the battery of each EV must be
greater than or equal to the SOC target by the end of
the charging window:

sEV
vk ≥ SEV,target

v ∀v ∈ V ,k = DEV
v (5)

Photovoltaic panels and storage bank. Two set
of binary variables, ωPV

k and σPV
k , are introduced to

model the storage bank of the PV: ωPV
k is equal to 1

if the battery is charging at time k and 0 otherwise,
while σPV

k is equal to 1 if the battery is discharging at
time k and 0 otherwise. Such variables are subject to
the following constraints:

ω
PV
k +σ

PV
k ≤ 1 ∀k ∈K (6)

which guarantee that in every time slot, the storage
bank can be in only one of three possible modes:
charge, discharge and off.
The charge and discharge rates must be decided by
the model as well. They are represented by the con-
tinuous non-negative variables cPV

k and dPV
k . Such

variables are bounded according to the following con-
straints:

τPV,min ·ωPV
k ≤ cPV

k ≤ τPV,max ·ωPV
k ∀k ∈K

ϑPV,min ·σPV
k ≤ dPV

k ≤ ϑPV,max ·σPV
k ∀k ∈K

(7)

A continuous non-negative variable sPV
k is defined for

each time slot k, which represents the state of charge
of the storage bank at time k. The SOC of a stor-
age system in a time slot depends on the SOC of the
same storage bank in the previous time slot and on the
charge and discharge rates, according to the following
constraints:

sPV
k = SPV +ηPV cPV

k −
1

ηPV dPV
k ∀v ∈ V ,k = 1

sPV
k = sPV

k−1 +ηPV cPV
k −

1
ηPV dPV

k ∀k ∈K : k > 1
(8)

The state of charge of the battery is bounded accord-
ing to the following constraints:

sPV
k ≤CPV ∀k ∈K (9)

Finally, the following balancing constraints have to be
verified:

pPV
k +dPV

k = cPV
k +oPV

k (10)

where oPV
k is the overall net output power of the sys-

tem composed of the photovoltaic panel and the stor-
age bank.

Energy Balancing The following constraints force
the balance between the input and output electric
power of the system in each time slot:

yk +oPV
k = zk + ∑

u∈U
∑

t∈T
βut pT

utk + pF
k + ∑

v∈V
cEV

vk ∀k (11)
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where yk and zk are, respectively, the power demand
and supply of users at time k. The left hand side of
constraints (11) represents the input power (power de-
mand of users and overall net output power of the PV
and storage bank system), while the right hand side
is the sum of the output power (power injected into
the grid and power consumed by thermal units, fixed
loads and electric vehicles).
The grid operator may send emergency signals to the
EMS to request to increase/decrease its power de-
mand/supply. To this end, we define the binary vari-
ables ξ

y,U
k (ξy,L

k ) which are equal to 1 if the power de-
mand reduction (increase) request at time k is met and
0 otherwise. Similarly, in reference to the power in-
jected into the grid, we introduce the binary variables
ξ

z,U
k (ξz,L

k ) which are equal to 1 if the power supply
reduction (increase) request at time k is met and 0
otherwise. The following constraints guarantee that
if the power demand at time k is less (greater) than
π

y,U
k (πy,L

k ), then the energy reduction (increase) re-
quirement is met and the corresponding variable ξ

y,U
k

(ξy,L
k ) is set to 1. Similar constraints are also defined

in reference to the energy injected into the grid.

yk ≤ π
y,U
k ξ

y,U
k +π

CPP(1−ξ
y,U
k ) ∀k ∈K y,U (12)

yk ≥ π
y,L
k ξ

y,L
k ∀k ∈K y,L (13)

zk ≤ π
z,U
k ξ

z,U
k +oPV

k (1−ξ
z,U
k ) ∀k ∈K z,U (14)

zk ≥ π
z,L
k ξ

z,L
k ∀k ∈K z,L (15)

where πCPP is the mandatory power limit which must
be always fulfilled.

The grid operator may incentivize users to meet its
requests via economic rewards earned in the case they
fulfill its bounds on the power demand and supply.
The overall reward, r, is defined as follows:

r = ∑
k∈K y,U

ry,U
k ξ

y,U
k + ∑

k∈K y,L

ry,L
k ξ

y,L
k +

+ ∑
k∈K z,U

rz,U
k ξ

z,U
k + ∑

k∈K z,L

rz,L
k ξ

z,L
k

(16)

where ry,U
k , ry,L

k , rz,U
k and rz,L

k represent the re-
wards paid by the retailer to incentivize users to meet
its requests on the power demand and supply profiles.

Objective function

The objective of the EMS is to decide the schedule
of electric resources over the horizon K with the goal
of minimizing the difference between the total cost
of users and their (thermal) comfort. To this end, the
objective function is modelled as follows:

min α( ∑
k∈K

(eEB
k yk− eEI

k zk)− r)− ∑
u∈U

∑
t∈T

∑
k∈K

βutqT
utk

(17)

where eEB and eEI are, respectively, the cost of the en-
ergy absorbed from and injected into the grid at time
k, and α is a weight used to control the trade-off be-
tween costs and comfort. The first objective of (17)
represents the total cost incurred by the system which
is obtained as the difference between the daily bill
and the incentives, while the second one represents
the thermal comfort of users.

5 FRAMEWORK VALIDATION

The proposed framework will make it possible to gain
insight into several open problems in the context of
Demand Response.

In the market-driven and in the demand response
scenario, the optimizer tries to strike a balance among
heterogeneous needs such as the thermal comfort
level, the availability rate of electric vehicles, and the
availability of power from renewable sources. Thus,
one of the goals of the proposed framework is cut
the Smart Campus energy costs without penalizing
the comfort of the various campus users. The actual
trade-off depends on empirical constants that try to
model the cost of a decrease in user comfort, the most
important of which is parameter α in (17). A too
high cost of discomfort results in a limited freedom
of choice and in limited savings. On the other hand a
too low cost, results in unsatisfied users. We plan to
make an extensive measurement campaign to assess
the impact of the cost of discomfort on the resulting
savings.

In the Demand-Response scenario, the optimizer
takes into account the availability of the DSO incen-
tive and modify its behavior accordingly. Since the
framework makes it possible to schedule a large num-
ber of devices and also to exploit various ways to ac-
cumulate thermal and electrical energy, we expect that
in many situations the EMS will be able to comply to
the DSO requests without jeopardizing the user sat-
isfaction. In this way, the DSO obtains a change in
electric usage with no need of emergency actions. On
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the other hand, if the incentive is too low, the cam-
pus will not change its consumption pattern, possibly
resulting in thecnical problems and in emergency ac-
tions by the DSO. If the incentive is too high, the EMS
might lower the campus user comfort level in order to
obtain the incentive. This case could be undesirable
for the campus users, who may be more willing to
take a risk of an unlikely emergency action rather than
experiment a low discomfort for a long time. We plan
to study the impact of different incentives on the dis-
comfort and on the willingness to experiment discom-
fort in exchange for a lower probability of emergency
actions. The goal is to provide data to the DSO re-
garding the effectiveness of a DSO-driven incentive-
based policy to increase system availability.

6 CONCLUSIONS

This paper proposes an energy management frame-
work for a smart campus including local renewable
energy sources, a storage bank, and several control-
lable loads. The framework incorporates an optimizer
which schedules the usage of electrical loads, of vari-
ous predictors for the energy production/consumption
patterns, and of a repository and an ICT infrastruc-
ture for data collection. The paper discusses relevant
use cases and proposes quality metrics for the perfor-
mance evaluation of the proposed framework.
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Abstract: In the smart grid domain, a major focus is on the efficient usage of energy obtained from various sources.
These sources include renewables like PV plants, which are often combined with the storage capabilities. At
the smart grid node level, an increasingly emerging aspect is to maximize the utilization of in-house storage and
generation units, at the same time reduce the energy taken from the grid. In this paper, we present our approach
for generating an optimized schedule for storage usage. This challenge is set in context with the fortiss Smart
Energy Living Lab. Depending on different scenarios, the optimized schedule consists of decisions such
as when to charge/discharge the battery from which source and when to inject/absorb energy to or from the
energy grid. For this purpose, we used a greedy-based algorithm to generate a short-term schedule considering
dynamic prices, generation and consumption forecasts, available storage capacity as well as limitations due
to the maximum charging/discharging rates of the battery and associated energy losses. Our approach also
highlights the infrastructural conditions that play an important role in such optimization problems.

1 INTRODUCTION

In smart energy systems, the role of storage is as im-
portant as renewable energy generation. Mostly, stor-
age is seen as the backup support system to the re-
newable energy generation units. Hence, the use of
storage units during the non-availability of energy or
during the high energy price is implicit.

Optimized energy usage from the storage unit is
necessary for the overall energy balance in the net-
work. Other objective for optimization is to maximize
the financial benefits or to maintain a balance between
supply and demand in the energy network. Our objec-
tive for the the optimization is to maximize the usage
of storage in order gain financial benefits.

In this paper, we discuss our approach to creating
a short-term optimized schedule for the battery usage
based on the consumption forecasts, generation fore-
casts, dynamic energy prices and the battery capacity.
We also consider the infrastructural constraints such
as connection between the smart grid node and the
network in generating an optimized schedule. These
infrastructural constraints are classified into four dif-
ferent scenarios. The optimized schedule consists of
several decisions regarding charging and discharging
of the battery during these scenarios. To strengthen

our approach, we found that the infrastructural con-
straints such as electrical connection between the
smart grid node and the network or the battery speci-
fication have an effect on the optimized schedules.

In section 2, we compare existing approaches and
establish uniqueness of our approach in the energy do-
main. In section 3 and 4, we explain our approach in
various scenarios and the algorithm used. Finally, in
section 5 a detailed discussion of results and evalu-
ation of our approach is discussed. In section 6 we
present a conclusion and the intended future work.

2 RELATED WORK

Over the last years, several approaches have been pro-
posed dealing with the optimization of battery usage
in Smart Grid environments.

The SmartCharge system presented by Mishra et
al. (Mishra et al., 2012) applies a linear program using
constraints which consider among others the charging
rate, the energy losses of storage, and the battery ca-
pacity. The proposed method determines an optimal
solution when to switch between grid and battery op-
eration at the beginning of each day. The required in-
put parameters are a price model and a consumption
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prediction for the next-day. This work only considers
charging at low price periods and switching to battery
mode during high price periods.

In (Rottondi et al., 2015) a Mixed Integer Lin-
ear Programming approach for an energy manage-
ment system is proposed which defines periods when
to operate in battery or grid mode. In grid mode,
the amount of energy to be bought/sold from/to the
grid based on the electricity tariffs is determined. For
this purpose, the system considers deferrable loads
such as the battery recharge of laptops and mobile
devices, which can be postponed in case of produc-
tion deficits when running in battery mode. Besides
a price model, predictions of the energy consumption
and generation, the recharge rate and the current sta-
tus of the battery (in grid mode) and predictions with
respect to rechargeable devices are required. Another
approach based on a linear program was proposed by
Bozchalui et al. (Bozchalui et al., 2012), where mul-
tiple objectives such as minimization of energy con-
sumption, energy costs, carbon emissions, and peak
load are combined.

Chen et al. (Chen et al., 2013) present a trading
algorithm in order to maximize the profit of the end-
user that is equipped with renewable energy gener-
ation and a battery. The described method achieves
asymptotically optimal performance and tries to max-
imize the long term average profit. Therefore, it con-
siders the current electricity price and maximum al-
lowed charing/discharging rates and makes assump-
tions on highest electricity price. Furthermore, the au-
thors highlight that no future information of the elec-
tricity prices, the energy consumption and the renew-
able energy generation are required.

Vytelingum et al. present an approach
in (Vytelingum et al., 2010) to minimize the
cost by storing energy when prices are low and using
the energy when prices are high within agent-based
management system. The authors considered storage
efficiency, capacity charging/discharging rates and
day-ahead electricity market prices. The system
supports either to allow or prohibit the option of re-
selling energy, which is also supported by one of our
scenarios. The applied learning mechanism is based
on a two-pass approach. In the first step the agent
computes the maximum storage capacity required to
minimize its costs and generates an optimal storage
profile. In the second step the agent adapts its profile
to mitigate any risk of poorly predicted market prices.

Many approaches use linear programs in order to
determine a proper solution for an optimized charg-
ing and discharging schedule. Although, reselling of
stored energy back to the grid would have been feasi-
ble, the focus has been on decreasing the energy con-

sumption based among others on the electricity tariffs.
Nevertheless, we believe that especially due to the
spread of electric vehicles and their integration into
the existing power grid as mobile power plants, the
capability to feed energy back into the electricity net-
work becomes increasingly important. Our approach
supports all the relevant factors within four different
scenarios and we applied a greedy based approach to
calculate an optimal solution.

3 OPTIMIZED SCHEDULE FOR
THE STORAGE USAGE

In this section, we explain our approach for generat-
ing optimized short-term schedules for the storage us-
age. It is important to mention that different electrical
connection configurations for the exchange of power
exists within the distribution network, which must be
taken into account. Considering the legal restrictions
in different regions for the electrical connections be-
tween a smart grid node and the distribution network,
various situations exist, for example:

• Transferring the power for financial gains, under
a fixed contract.

• An equal exchange of power transfer within the
fixed period of time

• Transfer of energy from a storage unit during a
fixed duration of the day.

• Transport the physical device as a carrier of the
surplus power or energy. for example e-car batter-
ies.

Based on the technical parameters, i.e. various
sources that can transfer power to the distribution net-
work, we classify these situations into four scenarios.
These scenarios are described with respect to a smart
grid node.

Table 1: Scenarios for exporting power from generation or
storage.

Scenarios Export
Generation

Export
Storage

Non-Transfer No No
Transfer Generated Power Yes No
Transfer Stored Energy No Yes
Transfer Power from any source Yes Yes

Riffonneau et al. (Riffonneau et al., 2009) have
described the scheme of configurations for a smart
grid system, which is also referred to as a hybrid
system with PV generators, batteries for storage and
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the consumption loads. From the electrical engi-
neering perspective, the combination of circuit break-
ers placed strategically in the network can handle all
these scenarios.

3.1 Formulation of the Parameters for
an Optimization Schedule

In order to explain the algorithm to generate an op-
timized schedule for the battery utilization we intro-
duce the parameters and the associated units in table
2, which will be used in the following.

Table 2: Formulation of the parameters used.

TOU Dynamic energy price for Time-Of-Use model
EUR
Cent

Pg Forecasts of power generation W

Pc Forecasts of power consumption W

PLine
Max The maximum permissible power of the cable W

PDemand
Max

The amount of power provided by battery to
meet the consumption needs within the smart
grid node or to be exported to the network by dis-
charging it (Power Demand)

W

PSupply
Max

The amount of power provided by the generation
units or the network to charge the battery (Power
Supply)

W

PBat ch
Max The maximum permissible power for charging

the battery
W

PBat dch
Max The maximum permissible power for discharging

the battery
W

EDemand
Max The maximum energy that can be discharged

from the battery at an interval
Wh

ESupply
Least The minimum energy that must be stored in the

battery at a time interval
Wh

ESupply
Max The maximum energy that can be stored in the

battery at a time interval
Wh

3.2 Computational details for the
Optimization Schedule

We now explain: a) the computations involved in de-
termining minimum and maximum power that can be
drawn from the battery, b) the dynamic pricing val-
ues and c) the calculations regarding the demand and
supply during the dynamic prices.

All these computations are necessary and are spe-
cific to the scenario. In this paper, we will introduce
the scenario of transferring both the stored and the
generated power, since this scenario deals with the
challenges of determining the charging/discharging
cycles of battery with respect to the over-generation,
pricing signals during that time and the forecasted
consumption values.

3.2.1 Computation for power demand and
Supply for the battery: electrical
considerations

From the battery perspective, power demand PDemand
is the amount of power provided by battery to meet
the consumption needs within the smart grid node or
to be exported to the network by discharging it. The
computation of the power demand depends on the re-
spective scenario.

During the non-transfer scenario, only consump-
tion and generation values are considered for comput-
ing PDemand .

PDemand
Max =−Pc−Pg (1)

During the Transfer Generated Power scenario,
maximum permissible power in the cable is taken
into consideration. Hence,

PDemand
Max = Max(0,−PLine

Max−Pg)−Pc (2)

During the Transfer Stored Energy scenario, the
stored energy is exported. But when generation ful-
fills the consumption, then PDemand from the battery is
zero, which means that the stored power can be sold
to the grid. Hence,

PDemand
Max = i f Pc +Pg < 0

then −Pc−Pg

else −PLine
Max−Pc−Pg

(3)

During the Transfer power from any source sce-
nario, power demand PDemand is computed based on
consumed Pc and generated power Pg and the electri-
cal cable constraints.

PDemand
Max =−PLine

Max−Pc−Pg (4)

Similarly, equation (5) shows the maximum power
PSupply

Max that can be used to charge the battery pro-
vided by the generation unit and/or the network at any
time.

PSupply
Max = PLine

Max−Pc (5)

It can be observed from eq.1, 2, 3 and 4 that during
a high generation and a low consumption situation,
PDemand

Max can be lower than zero, but PSupply
Max will

remain positive. In other words, there is no need to
discharge battery, rather if required, least power can
be used to charge the battery. So, we introduce a
PSupply

Least .
Assuming that at any time if there is enough ca-

pacity to charge or discharge the battery, then the
value of PDemand and PSupply must be higher than the
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maximum charging PBat ch
Max or discharging of the

battery PBat dch
Max.

PDemand
Max = Min(PBat dch

Max,Max(0,PDemand
Max))

(6)

PSupply
Least = Min(PBat ch

Max,Min(0,PDemand
Max))

(7)

PSupply
Max = Min(PBat ch

Max,PSupply
Max) (8)

3.2.2 Computation for Demand/Supply Energy
at an Interval: load-shifting Approach

So far in our approach, we considered power. As we
use time-shift strategy i.e. charging the battery dur-
ing low price intervals and discharging battery during
high price intervals, we need to do power to energy
conversions. The values of EDemand

Max, ESupply
Least

and ESupply
Max, as shown in equations (9) (10) (11),

will be used in finding the charging and discharging
cycles.

EDemand
Max = PDemand

Max×TInterval (9)

ESupply
Least = PSupply

Least ×TInterval (10)

ESupply
Max = PSupply

Max×TInterval (11)
these values will be used later in the optimization

algorithm.

3.2.3 Computing Demand/Supply Energy in a
Price Period

We introduce a concept of a Price Period for the dy-
namic price model. A price period is the duration dur-
ing in which the prices remains the same during con-
secutive time intervals. We replace interval with price
period for the sake of simplification while optimizing.

It should be noted that applying same strategy dur-
ing different intervals might not lead to financial ben-
efits or even lead to more cost due to the round-trip ef-
ficiency. For instance, if we apply the demand energy
(EDemand) at one interval and apply the supply energy
(ESupply) at another interval without ESupply

Least in the
same price period, the cost paid for the ESupply is the
same as the benefit earned from the EDemand . There-
fore, the consecutive intervals with the same energy
price can be merged into a price period. Nevertheless
to allow for the generation of network friendly op-
timization schedules the intervals of each period are
required to distribute the load within the whole price
period. Hence, larger increases or decreases by the
energy exchange with the grid can be reduced.

In figure 1, periods between 00:00 - 07:00, 07:00
- 22:00 and 22:00 - 24:00 are three price periods for
the Time-Of-Use energy pricing model.

Figure 1: Chart of Price Models.

4 ALGORITHM FOR OPTIMIZED
SCHEDULE

For this problem, we use a greedy algorithm based
on (Zhang, 2015), since local optimal choices at any
stage lead to a solution. The purpose of the algorithm
is to match highest price of demand energy with the
lowest price of supply energy during a price period.
In our approach, the greedy algorithm supports re-
verse searching, when a false choice is made during
the previous stage, it jumps to another branch with
the best choice. This algorithm is driven by demand.
It searches an unsatisfied demand with highest price
and matches this demand with the suitable value of
supplies.

A pool stores the battery capacity values at the be-
ginning and the end of each price period. Therefore,
the number of nodes in this pool should be larger than
that of price periods i.e. NPool = NPeriod +1.

The value of Pooln is the current capacity of bat-
tery at the beginning of the current Periodn (n <
NPeriod) or at the end of the previous Periodn−1(n >
0).

For the EPSupply of a price period, we add the sup-
ply energy to the values in the pool after this price
period. Since the supplied energy is increased during
this price period which can be used in the future.

For the EPDemand of a price period, we subtract the
demand energy from the values in the pool after this
price period. Since the demanded energy is increased
in this price period which can not be used in the fu-
ture.

We now examine this pool for two situations: an
over demand and a balanced situation.

• During the over demand situation, the values in
the pool are less than zero or the values in the pool
subtracted by the relevant exchange value which
is lower than zero.

• Balanced situation, values in the pool are not
lower than zero and values in the pool subtracted
by the relevant exchange are not lower than zero
than the last value of the pool is zero.

On analyzing the pool, we know the current situa-
tion.

Energy Management Using Optimized Storage Usage in Smart Grid Nodes

23



Figure 2: EPSupply and EPDemand in Price Periods.

Figure 3: Pool in the algorithm.

The figure 3 shows changes in the pool in a pro-
cess based on the data in the figure 2. The initial pool
is derived at the beginning of this algorithm with the
initial capacity of battery and EPSupply

Least of all pe-
riods. According to the figure 3, there is 1000 Wh
energy at the beginning since the initial capacity is
1000 Wh. For the EPSupply

Least of periods from 12 to
16, there are 16569 Wh of energy charged into the
battery which exceeds the maximum capacity which
is 10000 Wh. Therefore, the pool after pre-decision
decreases. After the post decision the last value of the
pool is zero, meaning that all stored energy in the bat-
tery was used. The final pool curve in figure 3 shows
that battery is fully charged after the periods 5, 14
after which the battery is discharged. Finally the ca-
pacity of the battery becomes zero.

Table 3: Demand and Supply in Price Periods.

Period 0 to 27 28 to 87 88 to 95
TOU Price 20.38 20.38 20.38
poss. Demand -36357.68 -41914.00 -6997.00
least Supply 0.0 0.0 0.0
max. Supply 90000.00 90000.00 31679.00
exchange 40914.00 -41914.00 0.00

Table 3 shows the decision generated by the algo-
rithm. The algorithm derives the exchanged energy
of the battery. If the value of the exchanged energy is
positive, it means that the battery should be charged
during this price period for future periods, otherwise
the battery should be discharged in this period by us-
ing the charged energy during previous periods.

Figure 4 shows the path to find the final decision
based on a dynamic energy price model in Germany.
Nodes with red color represent the price period used
for demand price period, and nodes with orange color
represent the price period used for the supply price
period. The number on the left shows the search depth
of the recursion and the numbers on the arrows are the
stage numbers.

Figure 4: Decision Path based on a dynamic price model.

• At stage 0, the initial pool, that is the balanced
condition, we found price period 1 [28 to 87] for
the demand with the highest price.

• At stage 1, the pool is in the over demand situa-
tion. We found a period 0 [0 to 27] for the supply
with the lowest price.

• At stage 2, we found the remaining period 2 [88
to 95] for the demand with the highest price.

• At stage 3, according to the energy price of price
period 2, there is no other price period for the sup-
ply that can achieve financial benefit. So, the cur-
rent situation is a balanced situation without any
further choice.

5 RESULTS & EVALUATION

In this section, we present the results and their com-
parison in two different scenarios (non-transfer and
transfer energy from any source scenario). Figure 5
shows the costs without optimization. Figure 6 and
figure 7 show the optimized costs in different scenar-
ios. It is evident that the cost curve increases faster in

Figure 5: Cost curve without using optimization.

the beginning, but the final costs in both scenarios are
lower than the non-optimized costs.

Figure 6: Optimized costs in non-transfer scenario.

We found another observation regarding the stor-
age capacity. When storage is large enough, the opti-
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Figure 7: Optimized costs in transfer energy from any
source scenario.

mized cost goes up rapidly and stabilizes. In the fig-
ure 8, we compare the cost curves for a single sce-
nario, but with different capacities. The larger the
capacity, more energy can be stored during the low
price. Hence, more financial benefits can be earned.
In figure 8, we compare the effect on the cumulated
costs using different maximum capacities in the non-
transfer scenario. Obviously the higher the battery
capacity the more financial benefits can be earned.
However, saturation is reached after a certain battery
capacity, and cost savings increase only less than pro-
portionally in contrast to the required battery capacity.

Figure 8: Comparison of optimized cost in non-transfer sce-
nario.

In contrast to the non-transfer scenario, figure 9
shows the comparison of the cumulated costs in the
scenario where the transfer of energy is allowed from
any source - batteries and generation. In this scenario
the cost reduction can be further increased, because
due to the dynamic price the optimized schedule can
benefit by charging cheap energy from the grid and
exporting the stored energy at a higher price later on.
Again, we observe a saturation where the decrease in
energy costs with increasing battery capacity exhibits
only minor changes.

Figure 9: Comparison of optimized cost in transfer energy
from any source scenario.

Besides the cumulated costs we investigated the
impact of different storage efficiency factors. Fig-
ures 10 and 11 illustrate the comparison of the effi-
ciency factors 0.95 and 0.90. We can state that for the
scenarios where batteries contribute to the financial
benefit the algorithm which takes the battery round-
trip efficiency into account. Whereas the batteries are
charged from the very beginning in figure 10 more
high price intervals are used during the mid-day pe-
riod to export energy to the grid. In contrast, we ob-
serve in figure 11 that some of the lower price inter-
vals are not used for charging the batteries due to a
slightly poorer efficiency and therefore only a smaller
proportion of energy could be exported during mid-
day. At the end of the day, we see a similar behavior,
since the batteries in both cases were charged using
the overproduction from the generation. Only at the
very end of the discharging period the more efficient
battery can export energy for a longer period.

Figure 10: Optimized power at intervals in transfer energy
from any source scenario for 0.95 storage efficiency.

Figure 11: Optimized power at intervals in transfer energy
from any source scenario for 0.90 storage efficiency.

6 CONCLUSION

In this paper, we establish that an initial day-ahead
schedule, based on 24 hour forecasts for energy gen-
eration and consumption is an essential step towards
the efficient utilization of energy related resources.
Our approach supports various scenarios, including
exporting energy to the grid from storage and genera-
tion units as well as exporting energy from the gener-
ation units only with respect to own consumption. Es-
pecially the former case is relevant when the electro-
mobility deployment and the utilization of such vehi-
cles - and their batteries - to achieve increased grid
stability. Although this does not only apply for elec-
tric vehicles, but also for batteries which are used
to increase the solar efficiency, an appropriate legal
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framework must be created to support this type of en-
ergy export.

Based on the current results, future work concen-
trates on a deeper evaluation of the proposed algo-
rithm. Besides the comparison to other existing opti-
mization strategies with respect to the financial bene-
fit, we also want to observe performance parameters,
which becomes important when a schedule must be
recalculated due to variations between forecast and
actual consumption and production values. In addi-
tion we want to evaluate a network friendly variation
of the proposed algorithm, to reduce peaks in the gird
due to charging and discharging periods.
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Abstract: A form of microgrid is proposed which in addition to load, storage and renewable generation, is 
characterised by a restricted capacity grid connection. The motivation for this Grid-lite concept is to enable 
more rational planning for generation capacity on the grid, and sizing of the distribution network, issues of 
growing concern in the drive to encourage significantly more distributed renewable generation. It is shown 
that the model is not incompatible with Net ZEB, and preliminary analysis shows promise for the concept. It 
is suggested that with further research, optimum sizing procedures for the grid-lite installation could be 
determined, and appropriate load/flow algorithms developed. 

1 INTRODUCTION 

As concerns relating to climate change and declining 
fossil fuel reserves grow (Klein, 2014; Hansen, 
2006), and simultaneously, availability and cost of 
renewable electricity generation and electricity 
storage options improve (Seba, 2015; Hensley et al., 
2012; Forbes, 2014; Tesla, 2015), then interest turns 
to a new style of electricity system. Whereas for the 
past 100 years we have grown accustomed to 
systems involving centralized large-scale generation 
and hierarchical distribution, attention is now 
turning to systems based on highly distributed 
generation, with consequent impact on the nature of 
distribution networks (Lopes et al., 2007; Ipakchi & 
Albuyeh, 2009). 

But there are other differences as well. The 
former model typically has a significant dependence 
on non-renewable energy sources, but on the other 
hand, many of these sources are readily dispatchable 
– that is they can be turned on and off at will, to 
match the demand at any time. The emerging 
distributed model is characterized by renewable 
generation sources, which are generally not 
dispatchable; solar PV, for example produces 
electricity only during daylight hours, and even then 
at a rate which varies according to weather 
conditions. 

There are many approaches to tackling this 
challenge which have been implemented or 
proposed. At one extreme is to have local autonomy, 
to be off-grid, reliant on just local renewable 

generation and storage, and be independent from the 
larger network or grid. However, almost inevitably, 
off-grid systems require back-up generation 
capacity, and that typically is fossil-fuel powered 
(Torcellini et al., 2006), detracting from the 
renewable goal. An alternative (grid-tied) is to 
continue to operate with an apparently limitless grid, 
for supply of electricity when the local generation is 
unable to supply sufficient energy to meet the 
immediate demand, and effectively for storage, to 
take the excess energy when local generation 
exceeds the local demand. 

In the bigger picture, or from a system 
perspective, this latter approach is self-centred or 
selfish, in the assumption that the grid will always 
have the capacity to accommodate the peaks and 
valleys of supply and demand. In reality, for 
example in the case of a residential suburb, a large 
number of consumers are likely to have remarkably 
similar grid requirements, and certainly not be 
complementary in their grid needs (Torcellini et al., 
2006; Salom et al., 2011).  

This situation is causing issues in many 
jurisdictions, exemplified by the questioning of the 
efficacy of feed-in tariffs (Couture & Gagnon, 
2010), implemented to encourage widespread 
adoption of distributed solar PV, but creating 
problems in terms of the ability of the grid to 
accommodate the non-dispatchable capacity in time 
and volume (von Appen et al., 2013). 

In this paper a Grid-lite model is proposed, 
midway between the two described (off-grid and 
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grid-tied). Grid-lite is a semi-autonomous locally-
bound electricity supply system, targeted at 
residential buildings, but a concept easily extended 
to other building and communities. It has many 
similarities to, or could be considered as a special 
case of, microgrids (Lasseter & Piagi, 2004) and 
Net-Zero Energy Buildings (Torcellini et al., 2006; 
Salom et al., 2011). Grid-lite assumes all of the 
features of a grid-tied or microgrid system, as shown 
in Figure 1. It includes local generation and storage, 
a normal residential load, and a smart energy flow 
management system. The difference is, however, 
that the grid connection is limited in capacity 
(contractually, and/or physically, and potentially 
with different up/down capacity limits). The key 
advantage from a system perspective is that such a 
model enables far greater efficiency of capacity 
planning from the grid perspective, both in terms of 
peak generation capacity, and of  the distribution 
network capacity at the local level. The downside is 
that it limits the ability of the individual installation 
to participate fully in grid interaction – providing 
more electricity to the grid when the grid is under 
load, and drawing more from the grid when it is in 
surplus. The challenge is to determine key operating 
parameters, and to establish how such a model can 
be managed to work within the constraints of 
comfort and convenience, as well as those of the 
grid connection. 

 
Figure 1: The key components of the Grid-lite model. 

In Section 2 of the paper, the relevant 
background is discussed in more detail, particularly 
in relation to existing models and definitions. 
Section 3 then shows a sample analysis using 1-hour 
data from a real house over a full year, with 
corresponding real solar PV data, and compares this 
to the Net ZEB case. Section 4 concludes with a 
summary of the main points of the Grid-lite concept, 
and proposes research to more fully explore and 
evaluate the idea. 

2 BACKGROUND 

Like many other jurisdictions, New Zealand has a 
commitment to move to an increased proportion of 
renewable energy, motivated by the need to reduce 
greenhouse gas emissions, by dwindling world oil 
reserves, and the need to reduce dependence on 
imported fossil fuels (NZ Ministry of Economic 
Development, 2011). Although New Zealand 
already has a relatively high proportion of renewable 
electricity generation (~75% in 2013), its strategy is 
to increase this to 90% by 2025, and electricity 
presently delivers only ~25% of the total consumer 
energy demand (NZ Ministry of Business, 
Innovation & Employment, 2014). Efforts to counter 
greenhouse gas emissions are leading to an even 
greater demand for electricity, for heating and 
transport in particular, to reduce traditional fossil 
fuel consumption. In this context there is a growing 
interest, both from residential and commercial 
consumers, to generate their own electricity, or at 
least some of it, from renewable resources, typically 
solar PV, motivated by both idealistic and 
environmental concerns, and in order to reduce their 
energy costs. 

As a measure to stimulate the rapid uptake of 
distributed renewable electricity generation, feed-in 
tariffs have proved to be a successful strategy 
(Couture & Gagnon, 2010). Such policies relate to 
the price paid to distributed generators (eg people 
with solar panels on their roofs) to feed electricity 
into the grid, and often offer guaranteed prices for 
fixed periods of time. However, the consequent 
widespread penetration, based on the grid-tied model 
described in the introduction, creates issues 
associated with the non-dispatchable nature of 
distributed renewable sources, solar PV in particular 
(von Appen et al., 2013; Stuff, 2014; Baetens et al., 
2010). The dilemma centres around two facts: (i) the 
new renewable sources (solar PV, but also wind, 
wave and tide) are non-dispatchable sources – they 
deliver when the conditions are right for them, not 
necessarily on demand, and (ii) although a national 
electricity grid is accustomed to accommodating 
fluctuations in supply and demand by continuously 
switching or running up and down dispatchable 
generation sources, it must be able to accommodate 
the peak load, which means that in spite of the 
growing capacity of distributed small scale systems, 
the grid still has to invest in and maintain a full 
generation and distribution capacity itself. 
Residential solar providers do not save the grid any 
investment, and in a country like New Zealand, 
where fuel costs (electricity is generated primarily 
from hydro, geothermal steam, and wind) are 

2. finite (limited capacity) 
grid connec on 

3. local genera on 

1. domes c load 

4. storage 

5. smart flow/load 
management 
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effectively zero, then there is little or no real 
financial benefit to the grid of growing distributed 
resources.  

Some of these issues are potentially addressed by 
off-grid, microgrid, and Net ZEB approaches. All of 
these technologies exploit distributed generation, to 
some extent provide an element of grid 
independence, and accommodate attempts to address 
the issue of grid interaction, the temporal match of 
the energy supplied to the grid compared with its 
needs (Voss et al., 2010). Microgrids (Lasseter & 
Piagi, 2004) refer to semi-autonomous localized 
electricity systems, which although normally grid-
connected, incorporate sufficient local generation 
and storage capacity to be “islanded”, or separated 
from the grid as needs arise. Typically a microgrid 
might be associated with a single building or 
residence, a group of physically adjacent buildings 
or functions, or a small community. Off-grid 
systems represent a special case of a microgrid, one 
which is never connected to the grid, sometimes by 
choice, but more often because of geographical 
isolation. Necessarily an off-grid system must 
maintain a constant balance between load and 
generation (here generation includes electricity 
delivered from storage), and to achieve this will 
often need to resort to non-renewable back-up 
generation (Torcellini et al., 2006; Hu, 2009; 
Apperley & Alahmari, 2014). 

The Net ZEB model is that of “a grid-connected 
building that generates as much energy as it uses 
over a year” (Salom et al., 2011, p2514). The 
definition includes all forms of energy, but for the 
purposes of the present discussion, we will limit this 
to electricity. If the principle generation source is 
solar PV, with its diurnal, seasonal and weather-
related variation, then even with large amounts of 
local storage, at time scales shorter than a year, the 
match between load and generation (load matching) 
can vary considerably, leading to significant grid 
dependency in spite of meeting the net zero balance 
requirement on an annual basis (Salom et al., 2011; 
Voss et al., 2010; Torcellini et al., 2006).  

The Grid-lite concept is not fundamentally 
different from any of these in its basic form and 
constitution. Just as for the others, it is defined in 
concept as an individual residential site, but it could 
easily be extended to small businesses and to 
communities. With reference to Figure 1, the five 
key components of a grid-lite installation are as 
follows: 

1. The site represents an electrical energy load, 
much as with a conventional household load, 
with the same needs, usage patterns, and 
other characteristics. A trending change is 

potentially the on-site charging of electric 
vehicles. 

2. The site has a grid connection, but an 
important point of difference with the models 
discussed above, is that this is a limited or 
restricted connection, to say an X kW load, 
and a Y kW generation source. The 
connection is likely to be physically limited 
by circuit breakers, and certainly 
contractually limited by the network/grid 
provider. 

3. Some form of renewable generation, typically 
roof-top solar PV, will be included, which, as 
for Net ZEB, needs to be sized to deliver a 
significant portion of the electricity needs of 
the site. 

4. In addition, as for microgrid and off-grid 
systems, the site necessarily includes storage 
– batteries capable of storing energy locally, 
for either later local consumption, or delivery 
back to the grid. 

5. Most importantly, the site includes a very 
smart energy flow management system, 
which understands the needs of the 
householders, in terms of discretionary and 
imperative use, short-term and sustained 
background loads, and which is able to 
receive signals from the grid about surpluses 
and shortfalls. Taking these factors into 
account, along with the present state of the 
solar output, and the charge in the batteries, 
the energy management system will optimize 
the energy flow in the house. If the sun is 
shining, but the house doesn’t need the 
energy, and the grid is in surplus, then the 
solar energy will be channeled into the 
batteries, or alternatively be used to power a 
discretionary background load (eg heated 
towel rail, hot water heater, washing 
machine). 

The notion of a finite grid connection, certainly 
for a load, is not entirely unfamiliar. For example, in 
parts of Italy, individual households have been 
limited in the past to as little as 3kW (Botazzi, 1998, 
cited in Dehmel, 2011), and progressive tariffs, 
where prices rise significantly as more electricity is 
used, in an attempt to keep consumption levels low, 
are in place in several jurisdictions (Dehmel, 2011). 
The concept of local utility storage designed to 
reduce demand on infrastructure and allow more 
realistic sizing of distribution networks is also 
familiar: The cistern of a flush toilet, a common 
household appliance for more than 100 years, 
enables the local delivery of water at a flow rate of 
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140 litres/min, while drawing only 30 litres/minute 
from the water supply while “charging”. 

The key questions in establishing the viability 
and utility of the Grid-lite concept relate to the 
sizing (PV capacity, battery size, grid limits), and 
the extent to which demand-side management 
techniques can be employed to maintain appropriate 
levels of convenience and comfort, while meeting 
the overall system requirements. Much of the work 
that has been done relating to load management for 
microgrids, smart grids and Net ZEB houses 
(Barbato et al., 2011; Doiron et al., 2011; Becker et 
al., 2010), and in establishing appropriate parameters 
for characterising Net ZEB systems (Salom et al., 
2011; Sartori et al., 2012; Torcellini et al., 2006), is 
highly relevant, as are studies of off-grid users to 
determine how they manage with more limited 
resources (Banerjee et al., 2011; Hu, 2009), and 
predictive techniques for demand-side management 
of data centres (Liu et al., 2014). 

3 GRID-LITE ANALYSIS 

It is useful to explore some of the parameters and 
challenges of the Grid-lite model, in comparison 
with Net ZEB, over a range of sample intervals. 
Figure 2 illustrates the interval energy balance space 
which is the focus of the discussion, and uses it to 
define the characteristics of a Grid-lite installation. 
The vertical axis represents total household energy 
production over the period of interest, which 
includes energy delivered from storage as well as 
energy produced by local generation. The horizontal 
axis represents the total household energy load over 
the period of interest, and includes energy delivered 
to storage as well as that consumed by the 
conventional load. While this space may appear to 
account for stored energy twice, this is very 
necessary if we are to sensibly examine the 
performance of the model over time intervals shorter 
than a year. As with representations of Net ZEB 
balance (Sartori et al., 2012), there is a net zero 
balance line which represents those situations where 
the total production is equal to the total 
consumption, over the time interval. For a Net ZEB 
installation over a 12 month period, the single data 
point should lie on this line. The more that storage 
has been utilized, the further along this diagonal 
away from the origin the relevant data point should 
lie. In this interval energy balance space, the valid 
operating region for a Grid-lite installation 
corresponds to the shaded area between the two lines 
parallel to the net zero balance line, representing the 
maximum export to the grid, and the maximum 

import from the grid. The space is valid for both 
instantaneous analyses, when the units are power, 
and for time interval averages, when the units are 
energy. 

In operation, if the system at any instant finds 
itself outside this region, the operating point can be 
shifted towards it as follows (refer to Figure 2): 
Points below and to the right of the operating region 
(A in the figure) represent excess consumption or 
insufficient generation, and can be remedied by (1) 
load reduction, (2) increased generation or delivery 
from the batteries, or (3) a combination of the two. 
Points above and to the left of the operating region 
(B in the figure) represent excess production or 
insufficient consumption, and can be remedied by 
(4) increasing consumption, possibly by channelling 
more energy to storage, (5) decreased production, 
possibly by reducing energy being delivered from 
storage, or (6) a combination of both. 

Figure 2: The interval energy balance space characterising 
the Grid-lite model. 

Figures 3 to 8 provide a preliminary analysis and 
comparison of Net ZEB and Grid-lite over a full 
year, more to show the operation of Grid-lite rather 
than to make a competitive comparison. The data 
used here is household consumption at 1-hour 
intervals over a year (a real, individual household) 
and actual (scaled) solar PV production for the same 
year and same location, again at 1-hour intervals 
(Suppers & Apperley, 2015). Both Net ZEB and 
Grid-lite scenarios are illustrated, and for both, the 
solar PV has been sized as required for Net ZEB, 
such that the total energy output over the year equals 
the total household energy consumption over the 
year; this required a nameplate capacity of 4kW. The 
battery capacity has been set to approximately 1 
day’s consumption, 16 kWh. For the Grid-lite 
version, both import and export limits have been 
arbitrarily set to 1 kW. The plots have been 
produced without any predictive, pre-emptive, 
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interruption or postponement demand-side 
strategies. Batteries are charged when there is an 
energy surplus, but cannot continue to be charged 
once they reach full charge. They are discharged 
when there is a shortfall, but cannot continue to be 
discharged once they are empty. Battery efficiency 
is set to 85%, the proportion of the incoming charge 
they are able to deliver back to the installation. 

Figure 3: The Net ZEB balance on an hourly basis. 

Figure 4: The Net ZEB balance on a daily basis. 

Figure 3 shows the hourly balance over a year 
for the Net ZEB scenario. There are a large number 
of data points on the balance line, although there are 
also a significant group on the horizontal axis, 
representing early morning loads which have not 
been met by the battery. On a daily basis, this 

phenomenon disappears, as can be seen in Figure 4, 
where a good cluster around the balance line is 
achieved, although with many outliers. 

 

Figure 5: The Grid-lite balance on an hourly basis. 

 

Figure 6: The Grid-lite balance on a daily basis. 

Figure 5 shows the Grid-lite model with an 
hourly sample interval. In the absence of smart 
demand-side management it is still able to keep 
within (or on the boundaries of) the operating region 
for a significant proportion of the time, but note the 
column of data points to the left which indicate a 
failure to store or export excess energy during the 
day, a situation that could be improved by a larger 
battery. Excess load failures are relatively few, 
leading to the imbalance mentioned earlier. Figure 6 
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shows the daily balance for the Grid-lite scenario, 
and it can be seen that it falls well within its design 
criteria for all days of the year. 

Figure 7: The annual balance for the Net ZEB scenario. 

Figure 8: The annual balance for Grid-lite. 

The Figures show data for 1-hour, 1-day, and 
full-year accumulation. Other periods have been 
examined, but these are the most interesting. For a 
full year, for example, Net ZEB with no battery 
would be represented by a single point exactly on 
the net zero balance line, since that was the design 
criterion. However, the Net ZEB used here falls 
slightly to the right of the balance line, because of 
the battery losses (Figure 7). Normally the PV 
capacity would be resized accordingly, but this has 
not been done, in order to preserve direct 
comparability. The Grid-lite model over a full year 
also falls to the right (Figure 8), since the situations 

when the load is unable to be supplied are fewer 
than those when excess generation is unable to be 
exported. 

4 SUMMARY 

This paper has described a model for a distributed 
semi-autonomous microgrid which features a limited 
or restricted grid connection. The benefits of such an 
approach are to enable more realistic grid planning 
and sizing, while still allowing other characteristics 
such as Net ZEB to be incorporated; the two 
approaches are not mutually exclusive. A 
preliminary analysis based on real household 
consumption and solar PV data has compared this 
model with a conventional Net ZEB approach. The 
model shows promise, but a more detailed analysis 
to produce optimal parameter sizing, to explore 
demand-side management implications, and grid 
interaction characteristics, is now planned. 
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Abstract: Today’s data center networks such as Fat-tree and BCube, are over-provisioned for multi-path routing; and
they suffer from inefficient power usage when traffic is not heavy. Green routing technologies are effective ap-
proaches that can fix this problem. In this paper we present a new solution to implementing green routing: we
integrated energy-aware routing capabilities in OpenNaaS to make a centralized routing decision of schedul-
ing traffic, which leverage SDN technologies to decouple data forwarding from routing decision. This method
is efficient due to managing the network as a whole rather than as a number of individual devices. Based on
measured power information, energy-aware OpenNaaS can calculate a green routing path and configure the
forwarding rules for the path. In the end, we present a practical use case to demonstrate its functionality and
evaluate its effect on power saving by simulation.

1 INTRODUCTION

Network architectures in data centers such as Fat-tree
(Al-Fares et al., 2008) and BCube (Guo et al., 2009)
are over-provisioned, with full-connected topologies
and multi-path routing to guarantee large network ca-
pacity and high robustness. A large number of net-
work resources are used to meet the performance re-
quirement at peak time. However, these resources are
usually underused and rarely work at the peak perfor-
mance. Unfortunately, networks in a data center at
the low load still consume more than 90% of power
used at the busy-hour load (Heller and Mahadevan,
2010), and effectively suffer from inefficient power
usage when traffic is not heavy.

Green routing technologies are effective ap-
proaches that can fix this problem. They are in
essence strategies which focus on the energy state of
network, e.g. energy consumption or CO2 emission
rate. They make a routing decision to aggregate traf-
fic over a subset of links and devices in over-provision
networks and switch off unused network components.
There are two ways to implement green routing. One

is in IP networks. For instance, a Green OSPF proto-
col has been proposed (Cianfrani et al., 2010) and its
implementation of energy-aware routing is based on
the exclusive use of the topological information ex-
changed among routers via the OSPF protocol.

The other modality is to focus on Software De-
fined Networks (SDNs), in particular OpenFlow net-
works. In the OpenFlow protocol, the control plane
(routing decision) decoupled from data plane (data
forwarding) is moved to a centralized controller. This
controller provides a centralized view of the entire
network state such as traffic and topology. Green
routing techniques do rely on the precise traffic and
topology information, so green routing is easily im-
plemented in the controllers of OpenFlow networks.
However, the current implementation of the Open-
Flow controllers are usually limited to obtain these
information e.g. NOX (NOX, 2014) can only dis-
cover network topology, and most of the controllers
can’t obtain topology or traffic statistics. We decided
to concentrate on an existing framework, OpenNaaS.

OpenNaaS (OPENNAAS, 2014) is the outcome of
the European Community Mantychore FP7 project.
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The main contributors include Juniper, HEAnet,
i2CAT etc. OpenNaaS is proposed as a common net-
work management and service orchestration platform,
capable of providing and managing network in a flex-
ible and efficient way. OpenNaaS can take advantage
of SDN technologies.

In this paper, our contribution is that the utilization
of the OpenNaaS features to provide green routing ca-
pabilities. We integrated an energy-aware bundle in
OpenNaaS for monitoring energy and making routing
decision. Energy-aware OpenNaaS provides green
routing services in a centralized way, as a conse-
quence of effectively decoupling the forwarding and
control planes. With our energy-aware OpenNaaS,
network users and providers can understand energy
usage information of the networks. To be more im-
portant, network providers could easily achieve net-
work routing in terms of power consumption, elec-
tricity cost and CO2 emission metrics.

The structure of this paper is as follows: Sec. 2
presents related work on green routing technologies
and software management platforms. Sec. 3 describes
the framework of OpenNaaS and Sec. 4 introduces the
design of energy-aware OpenNaaS. Sec. 5 and Sec. 6
provides the practical of energy-aware OpenNaaS and
the evaluation of its effect on power saving respec-
tively. Finally, Sec. 7 discusses our conclusions.

2 RELATED WORK

Green routing is an effective solution to save energy
and CO2 by aggregating the traffic over a subset of
network links or network devices in over-provisioned
networks. (Xu et al., 2013) discussed an algorithm
for reducing power consumption of high-density data
center networks from the routing perspective while
meeting the total throughput requirement. (Chabarek
et al., 2008) studied how to save energy of aggregate
traffic through optimal route selection and configu-
ration in wide-area networks. This work is imple-
mented in traditional (e.g. IP) networks, while our
green routing solution focuses on SDNs in data cen-
ters. (Heller and Mahadevan, 2010) presented Elas-
ticTree for adapting the energy usage in a Fat Tree
data center with OpenFlow switches. ElasticTree uses
NOX that is an original OpenFlow controller to pull
traffic data and push computed flow routes to each
switch; it employs an optimizer to compute energy-
minimization routes which meet current traffic condi-
tion. But ElasticTree can’t discover the topology and
monitor the power consumption of switches, so it as-
sumes that the topology and power are always invari-
able once they are input. Our solution has wide appli-

cable range as it is based on OpenNaaS that can dy-
namically obtain these information and support mul-
tiple types of SDN controllers.

Some cloud/network management platforms are
supporting SDN technologies, which have efficient
network management mechanisms. OpenNebula and
OpenStack are both open-source cloud computing
platforms for public and private clouds. Cloud admin-
istrator can control computing, storage and network
resource in clouds through APIs of them. Their net-
work capabilities are limited at IP, vLANs and SDN
currently. OpenNaaS has richer network capabilities
e.g. Bandwidth on Demand (BoD), topology discov-
ery than OpenNebula and OpenStack. We can im-
plement more energy-aware capabilities like energy-
aware BoD by combining energy monitoring or man-
agement with existing network capabilities in Open-
NaaS. Besides, OpenNaaS has a well-organized struc-
ture to enable the abstraction of underlying network
technologies and resources, easily extended to imple-
ment new network technologies.

RouteFlow (Nascimento et al., 2011) provides re-
mote IP routing services based on a set of open-source
software. RouteFlow doesn’t make a routing deci-
sion, which depends on an virtualized IP routing en-
gines – Quagga that provides implements of routing
protocols e.g. OSPF, BGP, etc. (Nascimento et al.,
2010). RouteFlow only focuses on routing services
and its structure is not easily extensible for new net-
work functionality.

3 OpenNaaS FRAMEWORK

OpenNaaS is a management platform that enables the
abstraction of underlying network technologies and
offers NaaS-based services. It provides the capabil-
ities to configure and deploy novel network services,
enabling administrators to manage any part of the in-
frastructure or to deploy any type of application on
top of it.

OpenNaaS abstracts the physical resources en-
abling to decouple physical topology and vendor-
specific details from their control and management
features to be offered to the tenants. The fundamental
unit that OpenNaaS uses to accomplish this is the Re-
source. A Resource models a device and represents a
manageable unit inside the NaaS concept e.g., switch,
a router, a link, a logical router, a network. Capabili-
ties shape resource functionality and provide an inter-
face to given resource functionality, e.g. for a router:
OSPF, IPv6, create/manage logical routers, etc. Fig.
1 shows this OpenNaaS vision in which physical de-
vices are abstracted into resources and capabilities
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Figure 1: OpenNaaS abstraction view: resources and capa-
bilities.

whose management can be delegated to upper appli-
cation layers. The implementation of OpenNaaS con-
sists of two distinctive parts: the core and the exten-
sions. The core can be understood as a provider of
basic functionality, e.g. resource management, which
can then be used by extensions. Extensions provide
functionality for a specific aspect of networking, e.g.
configuration of routers by defining capabilities the
resources have. The structure of OpenNaaS allows
developers easily implement more functionality by
creating capabilities in a new extension bundle. We
exploited this feature to create an energy-aware bun-
dle (see section 4.2).

OpenNaaS has a complete view of the entire
network and interacts directly with the data plane
through its SDN capabilities. OpenNaaS interworks
several SDN platforms (OpenDaylight (OPENDAY-
LIGHT, 2014), RYU (RYU, 2014) and Floodlight
(FLOODLIGHT, 2014) controllers) to orchestrate
network services on top of SDN-based infrastruc-
tures and to enable new SDN applications to differ-
ent stakeholders. OpenNaaS defines an OpenFlow re-
source model for OpenFlow switches and create ca-
pabilities for OpenFlow resources in the OpenFlow
bundle. The OpenFlow bundle works as an OpenFlow
driver, which accesses REST APIs of OpenFlow con-
trollers for port statistics and flow forwarding (create,
remove and get forwarding rules).

4 DESIGN OF ENERGY-AWARE
OpenNaaS

We integrated an energy-aware bundle in OpenNaaS
to allow energy monitoring and green routing capa-
bilities for OpenFlow networks.

4.1 Architecture

Fig. 2 shows the architecture of energy-aware Open-
NaaS we developed. The OpenNaaS server runs
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Figure 2: Energy-aware OpenNaaS architecture.

on top of an OpenFlow controller (OFC), and the
OpenFlow-enabled switches are connected with the
OFC. There are two methods to invoke green routing
functionality in OpenNaaS: 1) A network provider or
user directly sends a green routing request through
scripts or GUI to OpenNaaS; 2) The OFC detects a
packet-in event in a switch and then sends a routing
request to the OpenNaaS server. The energy-aware
bundle in OpenNaaS receives and handles the request.
This bundle is capable of calculating a green route and
making a routing decision. The energy-aware bundle,
which communicates with the OFC through the Open-
Flow bundle calls the defined REST APIs in the OFC
to add static flow rules for the route. The static rout-
ing module in the OFC adds flow rules by inserting
flow entries in flow tables of the switches.

4.2 Energy-aware Bundle

The Energy-aware bundle at the core of our de-
sign implements energy-aware description, monitor-
ing and routing capabilities for OpenFlow resources.
Energy description and monitoring are essential in
energy management for networks. Energy manage-
ment mechanisms usually depend on topology infor-
mation, traffic information and energy usage informa-
tion to determine the configuration of network when
scheduling of traffic. OpenNaaS can already provide
the first two information given that it maintains an ab-
stract overview of whole network.

We implemented both energy monitoring capabil-
ities and energy description capabilities:

Energy monitoring capabilities obtain and pro-
vide energy usage information from power meters in
the observed metrics: (power, energy, CO2 emission
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rate, electricity price) and from data statistics in the
calculated metrics: (total Electricity, CO2 emission,
energy efficiency). The measurement data is saved in
a database of OpenNaaS, as shown in Fig. 2. The
capabilities are responsible for the communication
with power meters. We have created the power meter
drivers for the Simple Network Management Proto-
col (SNMP) access to different power meter vendors
e.g. Rackitivity and APC Power Distribution Units
(PDUs). Only numeric Object Identifiers (OIDs) in
the drivers are different for different PDUs. Each OID
identifies a variable that can be read or set via SNMP.
The capabilities not only measure the power usage of
a single device, but also monitor the power usage of a
network route.

Energy description capabilities describe and cre-
ate meta information about energy source, power me-
ters, green metric, power state etc. in OpenNaaS. We
employ Energy Description Language (EDL) ontol-
ogy (Zhu et al., 2014), which reuses Infrastructure
and Network Description Language (INDL) ontology
to describe the resources and network infrastructure
that connects these resources. INDL can describe a
set of network elements such as topology, ports, links,
paths and so on. EDL itself focuses on the knowl-
edge representation in the domain of energy moni-
toring. With EDL, OpenNaaS instantiates energy in-
formation using a common vocabulary and makes in-
formation understandable between software compo-
nents. An important information that EDL can de-
scribe is the relationship of power meters and remote
network devices, so that we know that the measured
energy usage information from a port of a power me-
ter belongs to which remote device.

The third set of capabilities we developed is the
Green routing capabilities, needed to calculate the
green routing path. Three green metric options are
available for routing: power consumption, electricity
cost and CO2 emission, as these metrics are provided
by the monitoring capabilities. We adopt a greedy
routing algorithm in the initial prototype. Once a
OpenNaaS user selects the green metric to optimize
upon, the algorithm traverses all the possible network
routes between the original host and destination host
of the flow and it chooses the route with the lowest
value of the metric. The calculated route is converted
to a list of the OpenFlow flows in the Json format
according to specific OFCs, and then the OpenFlow
bundle sends the list to the OFCs for creating flow
forwarding rules.

OpenNaaS extends the INDL model for the de-
scription of OpenFlow route table and network route,
which are used by green routing capabilities. The
switch ports are identified by numbers, and the

route table is defined by: IP source, IP destination,
Source switch identifier, also named Datapath identi-
fier (DPID), Input port of the switch and Output port
of the switch. The output port identifies which switch
the traffic is sent to next hop. A route or a routing path
is a list of route tables.

Similar to route tables in OpenNaaS, OpenFlow
flows also include the identifier of switches and the
output ports of the switches. OpenNaaS has the
knowledge of network topology that also depicts the
connection between OFCs and switches. So even if
there are multiple OFCs in a network, the OpenFlow
bundle knows which switch the flow belongs to and
which OFC controls the switch. OpenNaaS can add
the flow rules in the correct OFC.

4.3 OpenFlow Controllers

In our design, OFCs insert flow forwarding rules in a
proactive way. The static routing module pushes all
the flow entries to the switches before traffic arrives,
to save the time of processing routing requests from
all the switches. We didn’t change the static routing
module and its REST APIs in OFCs. The OpenFlow
bundle in the OpenNaaS server calls different APIs
according to the type of OFCs: Static Flow Pusher
APIs in Floodlight and Static Routing APIs in Open-
Daylight.

To support the second mode of invocation, we cre-
ated the event detection module in the controllers to
forward routing requests from switches to OpenNaaS.
The module detects a packet-in event, and then sends
a REST routing request to the energy-aware bundle.
The message contains the source and destination IP
of the packet, the DPID of the switch and the input
port where the packet enters the switch.

5 PROTOTYPE

We developed a prototype to show the functionality of
energy-aware OpenNaaS. The source codes are avail-
able online1. The prototype includes a web client
GUI, which communicates with the capabilities of
OpenNaaS through REST APIs.

We emulated a Mininet network with a topology
of 6 OpenFlow switches and 5 hosts, shown in Fig.
3. The switches had the same network capacity and
were divided into two groups, controlled by Flood-
light and OpenDaylight controllers respectively. To
have different CO2 emission rates, we assumed the

1https://bitbucket.org/uva-sne/greennet-demo
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	  Figure 3: The screen shot of the topology and the configured route in emulated network environment.
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Figure 4: The flowchart of a general usecase of energy-
aware OpenNaaS (Step 1 to Step 7).

two groups consumed solar and thermal energy re-
spectively. We ran the OpenNaaS server in the same
machine.

Fig. 4 presents the flowchart of usecase in our em-
ulated environment. A provider creates a set of ab-
stract OpenFlow resources and loads the OpenFlow
capabilities and energy-aware capabilities for the re-
sources using OpenNaaS (Step 1).

After creating the resources, the provider sets the
energy source information for the network, as well as
the connections between switches and the outlets of
power meters (Step 2). For our prototype, we inter-
faced OpenNaaS with an actual power meter to pro-
vide the power readings of emulated resources. At

this point the provider sends the monitoring request
with the specific metric (Step 3). OpenNaaS trans-
lates this request and forwards an SNMP request to
the power meter (Step 3.1) and reads the measure-
ment data out (Step 3.2). The data is instantiated by
EDL, and data is saved in a database or returned to
the provider (Step 4).

Then the provider decides on a green optimization
metric (Step 5) and submits a request to OpenNaaS
for a path between a source and a destination (Step
6). OpenNaaS obtains the energy information of all
the possible network routes between the end points;
if the information is not available in the database, it
will send a monitoring request immediately to obtain
real-time energy information (Step 6.1). OpenNaaS
selects a route with the least value and it interacts
with the OFCs to create flow forwarding rules in the
switches (Step 6.2). In the end, the formatted route
information returns to the provider if the flow rules
are successfully created (Step 6.3). According to the
result route, OpenNaaS sends power on/off command
to the power meter via SNMP and then the power me-
ter changes the state of switches and links (Step 6.4).
Fig 3 shows the output of our prototype when three
routes are configured: id0, id1 and id2. For each one
of the routes, our prototype provides the value of the
total power, cost and CO2 emission metrics.

6 EVALUATION

We explore how much power to consume for data
transmission with different routing algorithms. In the
beginning, we employ the shortest routing algorithm
and keep all the switches and links always awake. We
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Figure 5: Network power saving against the network uti-
lization in the BCube network.

define the network power consumption at this mo-
ment as the original power. Then we evaluate green
routing algorithms that enable idle switches and links
to go to sleep. We compare the power consumption
and average flow delay time of network when using
power-greedy, the shortest and random routing algo-
rithms. Power-greedy that is used in our prototype
finds a routing path for current flow, which increases
the least power consumption for the overall network.

In our prototype, the OpenFlow resources are em-
ulated but their power consumption is from an actual
power meter for real devices. So we can’t obtain the
actual relation between network traffic and network
power consumption. We perform our study of the
routing algorithms by simulation. In our simulation
we use BCube(2,3) data center topology. There are
8 8-port switches in total. The capacity of each link
in the simulated topology is 1Gbps; each link has 1
millisecond (ms) delay. We take the maximum of the
total number of flows on all servers as 100% network
load and vary the percentage of the number of flows in
the topology to simulate different network utilization.
The source and destination of each flow are randomly
chosen from leaf switches. The speed of each flow is
uniform distribution, but it has to guarantee that the
largest link throughput in the network is less 1 Gbps.

Fig. 5 shows the power saving of three green rout-
ing algorithms against the network utilization in the
BCube network. The y-axis here depicts the power
consumption of the algorithms is how much ratio of
the original power consumption. We can find that the
power saving becomes less when lower network uti-
lization. As the less networking components are idle
when the traffic becomes more intensive. When net-
work utilization grows from 20% to 80%, the power-
greedy routing only uses less that 40% of the original
power. And it can save at most 20% power than the
shortest routing.
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Figure 6: Mean flow delay time against the network utiliza-
tion in the BCube network.

Fig. 6 shows mean flow delay time of three green
routing algorithms against the network utilization in
the BCube network. We can find the mean flow delay
of greedy routing increases from 4 ms to 5.6 ms while
that of shortest routing is nearly stable at 4 ms. It
tells us that greedy routing finds power efficient paths
although that have more hops.

Our evaluation results show that the greedy rout-
ing algorithm is effective at saving power, in partic-
ular when traffic is not heavy. It can be used at non-
peak time or in scenarios with tolerant performance
requirement. In future, we expect to study the trade-
off between power consumption and performance of
networks for routing algorithms.

7 CONCLUSIONS

OpenNaaS is an efficient network management plat-
form for infrastructure providers. OpenNaaS includes
SDN support and it interworks several SDN platforms
to orchestrate network services; this makes it a suit-
able management platform for adoption in data cen-
ters moving to SDN. The energy-aware OpenNaaS
we developed builds on the consolidated OpenNaaS
framework, and it’s the first implementation of this
kind. Our system can measure the energy, cost and
sustainability information of networks for providers
or users. It can calculate and create a green-greedy
routing path based on these information for them.
Our experiments show that our prototype with power-
greedy routing algorithm can effectively save power.

The scalability of energy-aware OpenNaaS for
large-scale network depends on two factors: one is the
scalability of calculating routing paths in green rout-
ing algorithms; another is the scalability of flow con-
figuration in the SDN control plane. The later prob-
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lem that extends SDN to large-scale networks is still
challenging (McCauley et al., 2013) (Fu et al., 2014).
We will discuss the scalability of energy-aware Open-
NaaS in future.
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Abstract: The management of IaaS cloud systems is a challenging task, where a huge number of Virtual Machines
(VMs) must be placed over a physical infrastructure with multiple nodes. Economical reasons and the need
to reduce the ever-growing carbon footprint of modern data centers require an efficient VMs placement that
minimizes the number of physical required nodes. As each VM is considered as a black box with independent
characteristics, the placement process presents scalability issues due to the amount of involved data and to the
resulting number of constraints in the underlying optimization problem. For large data centers, this excludes
the possibility to reach an optimal allocation. Existing solutions typically exploit heuristics or simplified
formulations to solve the allocation problem, at the price of possibly sub-optimal solutions. We introduce a
novel placement technique, namely Class-Based, that exploits available solutions to automatically group VMs
showing similar behavior. The Class-Based technique solves a placement problem that considers only some
representatives for each class, and that can be replicated as a building block to solve the global VMs placement
problem. Our experiments demonstrate that the proposed technique is a viable solution that can significantly
improve the scalability of the VMs placement in IaaS Cloud systems with respect to existing alternatives.

1 INTRODUCTION

The success of cloud computing is motivated by its
ability to provide computational, storage and net-
working resources available on-demand. However,
as the success of cloud computing grows, larger and
ever more powerful data centers are deployed. The
management of these infrastructures is challenging,
considering their impact in terms of energy consump-
tion and carbon footprint. The EPA and NDRC re-
ports (EPA, 2007; Whitney and Delforge, 2014) place
the power consumption of data centers in the last
years to 1.5% of the global demands (roughly compa-
rable to the power consumption of countries such as
Italy or Spain). Furthermore, power consumption for
data centers tends to grow as information and commu-
nication technologies become pervasive in our soci-
ety. To face these challenges, energy consumption has
become a key performance indicator for the data cen-
ters, and the efficiency in the task of allocating Virtual
Machines (VMs) over the physical nodes has become
a fundamental goal for the cloud infrastructure man-
agement.

As the cloud data centers grow in size, the prob-
lem of VMs placement on the physical nodes of the
infrastructure becomes challenging.The typical prob-
lem formulation is that of a multi-dimensional bin
packing. The optimization goal is to minimize the
number of physical nodes required to host the VMs,
while the capacity requirements of each VM corre-
spond to the expected demand for multiple resources
(e.g., CPU, memory, network traffic) at future time
intervals (Setzer and Bichler, 2013; Speitkamp and
Bichler, 2010). Due to the NP− hard nature of the
problem, as the number of VM increases, the number
of decision variables and constraints grows. Achiev-
ing an optimal solution to problem is no longer feasi-
ble due to the huge time and memory required taken
by the optimization problem solver. The state of the
art solutions rely on simplifications to reduce the di-
mensionality of the problem and/or on simple heuris-
tics to reduce the computational cost of the problem.
A first example of dimensionality reduction is to con-
sider only the nominal capacity of each VM (Rochw-
erger et al., 2011; Mills et al., 2011; Tang et al.,
2007) instead of taking into account their actual re-
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quirements. This approach simplifies the solution of
the bin packing problem because it considers VM
characteristics that do not change over time. How-
ever, it overestimates the resources that must be pro-
vided to the VMs, because the actual utilization of
resources for each VM is typically below 100% (Bar-
roso and Hölzle, 2007). A model based only on nomi-
nal capacity determines an inefficient use of the cloud
data center, resulting in a higher-than-required carbon
footprint of the overall infrastructure. Another ap-
proach is to reduce the dimensionality of the problem
by limiting the number of resources that are consid-
ered in the bin packing problem and/or the number of
time intervals that are considered for the constraints
of the optimization problem (Setzer and Stage, 2010;
Speitkamp and Bichler, 2010). It is worth to note
that even with these approaches, the computational
cost for solving the VM placement problem remains
rather high, especially for large data centers. How-
ever, the time to obtain a solution for the bin pack-
ing problem must remain acceptable even at the ex-
pense of the solution quality. For these reason, sim-
ple heuristics are usually preferred to more complex
and computationally expensive approaches (Wäscher
et al., 2007). However, adoption of these heuristics
typically reduces the placement solution quality be-
cause commonly used techniques, such as First Fit
Decreasing (FFD) (Kao, 2008), can only manage few
dimensions of the placement problem, thus hindering
the use of multiple resources and time intervals.

We claim that the VMs placement problem can
benefit from the knowledge of classes of VMs with
similar behavior in terms of resource usage. In this
paper, we sketch a novel technique, namely Class-
Based Placement, for VMs placement over the phys-
ical nodes of the data center that exploits recent
methodologies to automatically cluster into classes
VMs exhibiting similar behaviors (Canali and Lan-
cellotti, 2014b; Canali and Lancellotti, 2013b). Our
proposal shifts the point of view from a single bin-
packing problem, that considers the whole data cen-
ter, to a much smaller problem, limited to a few
representatives of each class, that can be replicated
as a building block to create the solution for the
global VM placement problem. The small size of the
building-block problem allows us to solve to optimal-
ity problems taking into account an amount of data
and constraints that would not be possible to consider
in the global bin-packing problem, thus reducing the
computational demand and achieving higher quality
in the VM placement solution. To the best of our
knowledge, no other study follows this approach to
achieve in short time a high-quality solution for the
VMs placement problem in cloud computing.

We apply a proof-of-concept of our technique to
traces coming from a real data center to evaluate the
feasibility of the proposed solution. We compare our
solution with state of the art models for VMs place-
ment (Setzer and Bichler, 2013). Preliminary results
demonstrate that exploiting similarities among VMs
provides a viable solution for the VM placement prob-
lem in IaaS clouds. The comparison with the alterna-
tives demonstrates that standard techniques based on
the solution of optimization problem solvers cannot
reach optimal solutions for the bin-packing problem
unless the number of VMs is rather small (in the or-
der of 150-200 VMs); even worse, in the case of large
problems (in the order of 1000 VMs), the solvers can-
not obtain any integer feasible solution within a rea-
sonable time frame. On the other hand, our proposal
can reach optimal solutions for problems much larger
(up to 700 VMs), and provides viable results even for
the largest considered problems (in the order of 1000
VMs).

The remainder of this paper is organized as fol-
lows. Section 2 describes the reference scenario for
our proposal, while Section 3 describes our model for
solving the VM placement problem. Section 4 de-
scribes the results of the methodology evaluation. Fi-
nally, Section 5 concludes the paper with some final
remarks and outlines open research problems.

2 REFERENCE SCENARIO

We now present the scenario that will be used as a ref-
erence to illustrate the characteristics of our proposal
for the management of cloud data centers, focusing on
the operations that decide the placement of the VMs
over the physical nodes of the infrastructure. In order
to apply our proposal to a data center, we make the
following two assumptions.

VMVMVM

VMVMVM

P
re

d
ic

ti
o
n

C
o
n
so

lid
a
ti

o
n
 m

o
d

e
l

...

Past
resource
utilization

Future
resource
utilization

VM 
placement
decision

P

P F

F D

I

Infrastructure
description

V
M

s 
o
f 

cl
a
ss

 1
V

M
s 

o
f 

cl
a
ss

 c

Figure 1: VMs placement in a cloud data center.

First, we consider that the VMs placement is a pe-
riodic task that aims at mapping VMs over the infras-
tructure with the goal of minimizing the number of
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required physical nodes, while ensuring that the re-
quirements in terms of resource usage of each VM are
satisfied. The details of the VM placement process are
shown in Figure 1 and described in the following of
this section.

Second, we assume to be able to group VMs into
classes with similar behavior, where VMs of the same
class will exhibit the same resource requirements.
Classes containing multiple VMs occur every time
an application is deployed over a distributed archi-
tecture for scalability and availability reasons: in this
case, a dispatcher distributes the client requests over
the VMs running an instance of the software compo-
nent to balance the load, thus ensuring that every VM
exhibits the same behavior in terms of resource re-
quirements (Rabinovich and Spatscheck, 2002). Au-
tomatic methodologies to cluster VMs with similar
behavior have been recently proposed in literature.
Some solutions require a long time of observation
to define a VM behavior model (Canali and Lancel-
lotti, 2014b; Canali and Lancellotti, 2013a; Canali
and Lancellotti, 2013b) and are more suitable for IaaS
cloud characterized by long term commitment of the
VMs customers (as in the case of the Amazon cloud
reserved instances), while other methodologies can
provide rapidly a preliminary classification (Canali
and Lancellotti, 2014a) and are suitable for a more
dynamical scenario. Another case where we have a
knowledge of VM classes is when the cloud provider
has a complete knowedge of the software running on
the VMs, as in the case of private clouds or when the
infrastructure supports a SaaS cloud.

Figure 1 depicts the periodic VMs placement in a
cloud data center exploiting our proposal. We start
with multiple VMs grouped into classes at the left
margin of the figure. We recall that VMs belonging to
the same class exhibit similarity in terms of resource
requirements over time. The VMs are subject to
monitoring, that may take advantage from the knowl-
edge of VM classes (Canali and Lancellotti, 2014b;
Canali and Lancellotti, 2013a; Canali and Lancellotti,
2013b). We represent the output of this monitoring
process as the data marked with the letter “P”. sam-
ples on past resource usage are fed into a Prediction
task. This step can be implemented according to mul-
tiple techniques, ranging from the simplest solutions
solutions assuming that resource demands follow a
periodical cycle with a length of 24 hours (Iyengar
et al., 1999), to complex predictive techniques that
can cope with trends, periodic behaviors and state
changes (Casolari and Colajanni, 2010). The output
of the prediction is an estimation of resource utiliza-
tion in the future for each class of VMs (data with the
letter “F”). The future demands and the description of

the infrastructure of the data center (marked with the
letter “I”) are the input of the Consolidation model,
that is the core of our proposal. The consolidation
model solves the bin-packing problem and the output
(marked with the letter “D” in Figure 1) is the deci-
sion on which VMs are to be placed on which phys-
ical node. The placement decision is then applied on
the VMs powering on and off the servers in the cloud
infrastructure.

3 PROBLEM FORMULATION

We now discuss the consolidation model that rep-
resents the core of the VMs placement technique.
First, we describe the consolidation model that is typ-
ically used in literature (Setzer and Bichler, 2013;
Speitkamp and Bichler, 2010); then, we discuss the
possible simplifications that can be applied to im-
prove the scalability of this task, and we describe
the proposed Class-based consolidation model used
in our proposal.

3.1 Multi-Dimensional Bin Packing
Model

The consolidation model used for VMs placement is
typically based on a multi-dimensional bin packing
problem, where one or more VM resources are con-
sidered for consolidation and the planning period is
divided into a set of time intervals.

F

I
Global

bin
packing 
solver

D

Consolidation
model

Figure 2: Consolidation model with multi-dimensional bin-
packing.

Figure 2 shows the simple consolidation model
based on a multi-dimensional bin packing problem.
The problem input is the prediction of future require-
ments of resources (such as CPU) for every VM in
multiple time intervals (data marked with the letter
“F”), and a description of the data center infrastruc-
ture, with the available physical nodes and their ca-
pacity (the data of the letter “I”). A single problem is
solved for the whole data center providing the place-
ment of VMs over the nodes of the data center (the
output is represented in Figure 2 as the data with the
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letter “D”). The problem formulation aims to mini-
mize the number of used physical nodes under the
following constraints:

1. Every VM is allocated exactly on one physical
node;

2. On each node, the requirements for the allocated
VMs must not exceed the overall capacity of the
node in every considered time interval and for ev-
ery resource.

When solving bin packing problems, the number
of dimensions (in this case the number of considered
resources and time intervals in the problem formula-
tion) has a major impact on the time to reach a solu-
tion. To improve the scalability of VMs placement,
a common approach is to reduce the dimensionality
of the problem, reducing the number of considered
resources and introducing a coarser grained subdivi-
sion of time (that is, we consider less time intervals of
longer duration). In the extreme case, when the num-
ber of resources and time intervals is reduced to one,
the multi-dimensional bin packing reverts to a one-
dimensional bin packing problem. In this case, we
can exploit heuristics such as the First Fit Decreas-
ing algorithm to reach an approximate solution of the
problem in a very short time (Kao, 2008). However,
the reduction of dimensionality typically leads to sub-
optimal solutions for the VM placement problem.

3.2 Class-based Placement Model

The Class-based Placement exploits the knowledge of
classes of VMs with similar behavior in terms of re-
source usage to improve scalability. This knowledge
can be obtained even in IaaS cloud systems, where the
cloud providers typically do not have any knowledge
of the applications running on the VMs, by exploiting
recently proposed techniques (Canali and Lancellotti,
2014b; Canali and Lancellotti, 2013b) that automat-
ically cluster similar VMs. The basic idea is to re-
duce the global bin packing problem, that operates on
the whole data center, to a smaller problem involving
only few VMs for each class. The reduced size of the
problem allows us to solve to optimality the consoli-
dation model considering a multi-dimensional formu-
lation with a number of resources and time intervals
that would not be possible to consider for the global
problem; then, the obtained solution can be replicated
as a building block to determine the solution for the
global VM placement problem.

Figure 3 represents our proposal. Again the input
is the future resource requirements for VMs, although
in this case we group VMs into classes and we as-
sume that all the VMs of a same class present similar
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Figure 3: Consolidation model with class-based placement.

resource requirements (we show different groups of
data with labels from “F1” to “Fc” for the different
classes).

The first step of our methodology divides the
global set of VMs in a number B of B-blocks, all
composed by the same number of VMs for each class,
and one E-block containing the remaining VMs. The
number of B-Blocks B is considered as an input of our
consolidation model (represented with the letter “B”
in Figure 3). For our experiments, we consider B as
the cardinality of the smallest class of VMs. A more
accurate analysis on the impact of B on the perfor-
mance of the consolidation model is considered as an
open research direction, to address as a future work.

Next, we solve the bin-packing algorithms for the
B-blocks and for the E-block. Since all the VMs of a
same class present similar resource requirements, the
placement solution computed for a single B-block can
be replicated on all the remaining B-blocks.

The reduced size of these blocks allows us to solve
the corresponding placement problems considering a
multi-dimensional formulation with several resources
and time intervals within an amount of time that is ac-
ceptable for cloud systems management, thus achiev-
ing a scalability much higher compared to the previ-
ous approach.

4 EXPERIMENTAL EVALUATION

In this section we present the setup and the results
of the experimental evaluation regarding the Class-
Based placement technique.
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4.1 Experimental Setup

We obtain an extensive dataset from a private cloud
data center. The set contains up to 1200 VMs traces
for the resource usage of Web/application/database
servers and ERP applications, where the VMs be-
longs to 44 different classes, with each class con-
taining from 8 to 50 VMs. We use our traces as the
output from the prediction step in the VM placement
problem. In our experiments we consider traces with
a length of 24 hours, where resource usage is mea-
sured in intervals of 5 minutes, that is a setup consis-
tent with other experiments in literature (Addis et al.,
2013). For our experiments we limit our model to a
single resource, the CPU utilization, that is well-know
to be the bottleneck resource for this type of applica-
tions (Andreolini et al., 2008). However, it is worth
to note that an extension of our model to include mul-
tiple resource is straightforward. In the experimental
evaluation we simulate data centers of different size,
by changing the number of considered VMs. In par-
ticular, we consider a VMs set size ranging from 150
to 1200 VMs. For each VM the CPU utilization is in
the range [0%-100%], with an average value of 54%.
For each physical node, the CPU capacity is 800%,
meaning that each node can host 8 VMs with CPU
utilization of 100%.

For each scenario, we compare different consoli-
dation models: the proposed Class-Based Placement
(CBP) is solved with 288 five-minutes time intervals
and the B parameter is set to the size of the small-
est class that is 8. For the Multiple Bin Packing
(MBP) model we consider different number of time
constraints, that are 288 (five-minutes intervals), 24
(1 hour), 2 (12 hours) and a single time interval (24
hours). All the experiments are run on 2.4 GHz Intel
Xeon with 16 GB RAM, using IBM ILOG CPLEX
12.6 as the optimizer solver.

It is worth to note that for many problems, starting
from a medium size (e.g 400 VMs), the resolution of
the MPB consolidation models may take long times,
such as hours or days, even for a limited number of
time intervals. For that reason, we used a time limit
of 30 minutes (1800 seconds) for each problem and
considered the best integer solution found as the so-
lution of the placement problem, as commonly done
in similar research studies (Setzer and Bichler, 2013;
Zhang and Ardagna, 2004).

4.2 Experimental Results

In our experiments we compare the different consoli-
dation models to evaluate if they can reach an optimal
or a viable solution within the expected time limit.

Table 1 shows for which scenarios it was possible to
solve the problem instances to optimality (S), reach
an integer solution even if not optimal (L), or not
even find any feasible integer solution (N) within the
30 minutes time limit. We evidence the cells related
to unsolvable problem instances with a gray back-
ground.

Table 1: Resolvable scenarios.

Consolidation Models
VMs Set CBP MBP MBP MBP MBP

Size 5min 1d 12h 1h 5min
150 S/S S S S S
200 S/S S S S S
250 S/S S L L L
300 S/S S L L L
400 S/S L L L N
500 S/S L L L N
600 S/S L L N N
700 S/S L L N N
800 L/S L L N N
900 L/S L L N N

1000 L/S L L N N
1100 L/S L N N N
1200 L/S N N N N

It is worth to note that the MBP consolidation
model with five minute time interval (MBP-5min)
represents the most complete placement formulation
that exploits all the available information to find an
optimal solution. However, the number of variables
and constraints for this model increases rapidly with
the VMs set size, producing an optimization prob-
lem instances whose computation may easily take ex-
tremely long times or may be not able to produce any
feasible solution due to the huge main memory re-
quirements that may cause the solver to abort the op-
timizer processing.

From the results shown in the table, we observe
that only small sized problem instances (up to 200
VMs) can be solved to optimality by every consoli-
dation model. On the other hand, starting from 250
VMs the resolution process lasts longer than the im-
posed time limit for every MBP model with more than
one time interval. For MBP models considering short
time intervals of 5 minutes and 1 hour, it is not possi-
ble to find a feasible integer solution within the time
limit starting from medium sized problems of 400 and
600 VMs, respectively; for larger time of 12 hours
and 1 day, the size of resolvable problems grows to
1000 and 1100, respectively. On the other hand, the
breakdown in building blocks allows the CBP model
to find a feasible integer solution for every VMs set
size, with the possibility to solved to optimality even
scenarios up to 700 VMs. From these results, it is
evident that the CBP technique allows us to solve to
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optimality significantly larger problem size with re-
spect to a MBP approach, even when the MBP prob-
lem considers only one time interval of 24 hours.

5 CONCLUSIONS

In this paper, we focused on the critical problem of
VMs placement in Cloud computing data centers. We
pointed out the scalability challenges of this task and
the impact of inefficient VM placement on the carbon
footprint of Cloud systems. To cope with the scala-
bility issues of current consolidation models, we in-
troduced an alternative approach where VMs are not
considered as black boxes each with its own resource
requirements. Exploiting recent solutions that can
cluster together VMs exhibiting similar behaviors, we
sketched a novel VMs placement technique, namely
Class-Based, that solves a small-size VMs placement
problem and replicates it as a building block to ob-
tain the global solution. Preliminary experiments con-
firmed that our proposal outperforms existing solu-
tions, reaching optimal solutions where other solu-
tions must relax part of the constraints to achieve a
sub-optimal but viable solution. On the other hand,
our proposal can easily scale to more than 1000 VMs
without the need to relax any constraint.
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Abstract: The development of energy-efficient buildings is a multi-faceted problem. Besides the proper design and
construction of the building, one must also take into account its operation, and manage the components in
charge of energy efficiency. Roughly, this means that one must (i) define the control components, (ii) design
the control system (and strategies), and (iii) validate it —maybe through simulation— properly. Currently,
different software systems such as EnergyPlus (for simulating the energy requirements of a building) and
Matlab/Simulink (for conceiving the control system) are used to design and validate energy control systems.
All these tools, which correspond to different phases, work in isolation. In contrast, this paper presents a
framework that bridges the gap among existing design, testing, and simulation solutions, and provides an
integrated framework to conceive control systems that blend diverse aspects, co-simulate them through the
coordinated use of different simulators, and deploy them in real contexts. The proposed solution also eases
the design and experimentation of different control strategies that can be changed or modified at runtime.

1 INTRODUCTION

Energy is an expensive resource in terms of both mon-
etary and environmental repercussions. The energy
consumption of buildings in the US and Europe is
40% of the overall energy use (Appelfeld and Svend-
sen, 2013); electrical lighting energy in commercial
buildings accounts for 20 to 40% of electricity con-
sumption whereas HVAC (heating, ventilation, and
air conditioning) consumes about 30-40% of the to-
tal energy demand in buildings (Zavala et al., 2011).

The few figures above highlight the impact of
public buildings on energy consumption and call for
a wiser use, but also for better control systems to
ameliorate its consumption. Buildings must become
“smart” ones, and besides the controlled components
(e.g., lights, HVAC, window blinds), that is, the en-
ergy sinks, we also need sensors, actuators, and a con-
trol system —along with proper control strategies.

A major challenge is to come up with a unified
control for both electrical and thermal energy usage.
It is important that the energy control system and the
various building applications be integrated in terms

∗Adnan Shahzada is supported by the Joint Open Lab
”S-Cube” - Telecom Italia S.p.A. Innovation division, Italy

of both services and decision-making procedures (Pri-
vat, 2011).

Most of the software solutions currently used to
design control systems, like Matlab/Simulink, are
not good at managing: (i) the self-configuration of
inter-dependent control components to optimize en-
ergy usage, and (ii) adaptive localized policies (e.g.,
turn off the lights or all devices in a zone) (Afshari
et al., 2012). Therefore, in addition to the integrated
control for lighting and HVAC systems, the con-
trol should also inherently support the use of various
(adaptive/inter-changeable) strategies. Modeling the
control system in a way that takes into account zones
(e.g., building sections), energy types (e,g., lighting
and cooling), and component inter-dependencies can
result in significant energy savings. For example, it
is demonstrated (Bourgeois et al., 2006) that intelli-
gent lighting control can help save some 40 to 60% of
cooling energy in a building.

Besides integrated control strategies, there is also
a need for a mechanism to simulate and test alterna-
tives and control decisions to find the optimal control
solution. For example, EnergyPlus ( Crawley, D.B. et
al., 2001) is a building energy simulation tool that is
used widely by architects and engineers to model en-
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ergy use (lighting, HVAC, and other energy flows) in
buildings. It is a stand-alone software where simula-
tions can be carried out either by embedding control
strategies in the system or by integrating it with an
external control element (e.g., through BCVTB (Wet-
ter, 2011)). This commonly used solution only pro-
vides limited support for co-simulation, and it cannot
be coupled with other subsystems, appliances, and ap-
plications operating within the building.

This paper presents a solution that aims to bypass
the aforementioned limitations. It proposes a frame-
work that facilitates the design and validation of vari-
ous (integrated) control strategies (possibly at various
granularity levels) that can also be changed/modified
at runtime.

The rest of the paper is organized as follows. Sec-
tion 2 surveys the state of the art. Section 3 presents
the target building model. Section 4 summarizes the
key characteristics of the proposed framework. Sec-
tion 5 describes the evaluation plan and preliminary
results. Section 6 concludes the paper.

2 RELATED WORK

Numerous solutions for studying the energy effi-
ciency of buildings exist today. They address one or
more of the following aspects: (i) design of the con-
trol system, (ii) architecture of the simulator, and (iii)
framework for the co-simulation of various systems.

There have been many automated control systems
proposed for energy reduction, but most of them only
consider one of the control aspects (among lighting,
air quality, or HVAC) at a time (Marinakis et al.,
2013). There are only few notable instances in the
literature that couple different aspects, including natu-
ral luminance prediction, building thermal processes,
and intra-room airflow, to reduce energy consump-
tion. Privara et al. (Zacekova and Privara, 2012) built
a control system to optimize the HVAC energy use
for office buildings, based on external weather condi-
tions and occupancy prediction, and claim they reduce
energy consumption by 27% with respect to a con-
ventional scheduled on/off control model. Although,
all these systems move a significant step towards ef-
ficiency, they lack unification of control and manage-
ment of inter-dependencies among various devices.

Béguery et al. (Béguery et al., 2013) propose an
architecture for the control-oriented simulation of en-
ergy usage that addresses various management as-
pects related to lighting, heating, and ventilation, but
the presented architecture stays at a too high level
and does not address the various functional dependen-
cies in detail. It offers independent heating control

that does not cater for the holistic energy needs of a
building as it ignores the effect of lighting control on
HVAC energy demand. Mukherjee et al. (Mukherjee
et al., 2010) describe an integrated control loop that is
one of the few exceptions to the many existing inde-
pendent control systems. They demonstrate that the
integrated control of window shading and fluorescent
lamps reduces the total energy consumption for light-
ing. This work is more focused on devising the right
control strategy for the control whereas we aim to pro-
vide a more generic framework that facilitates the im-
plementation and adaptive selection of these strate-
gies.

BCVTB (Wetter, 2011) is a widely used soft-
ware framework —based on Ptolemy II (Brooks et al.,
2005) as middleware— for the co-simulation and
coupling of certain software systems (e,g. Matlab,
Simulink, etc.) with EnergyPlus. It limits the type
of control systems that one can use and does not sup-
port the integration of EnergyPlus, for example, with
a deployed system. Moreover, the strategies must be
fixed before running the simulation and they cannot
be modified without restarting the simulation.

3 ENERGY CONTROL

Figure 1 describes the overall goal of a building con-
trol system, that is, the reduction of energy consump-
tion required for lighting and heating the building,
while preserving the “usual” qualities of service, by
controlling lights, window shadings, and HVAC ac-
cording to occupancy, weather conditions, and energy
costs. Needless to say, the design of the control sys-
tem needs to be validated through simulating realistic
building models before its deployment.

Control System

Control Rules

Control and 
Coordination

Actuators/ Sensors
Building FloorPlan

Comfort (Preference) Setpoints
Weather Data (Historical)

Occupancy Info

Light power Control
HVAC control

Window shading control

Slat Angles

Control Decisions (Signals)

Input Output

Building Variables
& Parameters

Physical or Simulated
Components

Figure 1: Control system.

To exemplify the “general” problem, this paper
uses the DOE Commercial Medium Office Building
(Benchmark V 1.0 3.02) as concrete and well-known
building model (see Figure 2). The building has the
following characteristics:

Building Geometry: The building has a rectan-
gular shape with aspect ratio of 1.5 and it spans 4,982

2http://energy.gov/eere/downloads/archive-reference-
buildings-building-type-medium-office.
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3 Floors

Aspect
Ratio
1.5

Building Envelop
Shape: Rectangle

Area: 4,982 sq.meter

Central Zone

Perim
eter Zone

Perim
eter Zone

Perimeter Zone

Perimeter Zone

Window

Window

Window Window

Floor View
5 Zones per floor

Figure 2: Benchmark office building.

square meters (m2). The building has three floors,
where each floor consists of one core, which covers
38% of the area, and four perimeter zones (62%), for
a total of 15 zones in the building. Each perimeter
zone is 4.57 m deep, with windows facing each di-
rection, which receive daylight; the core zones do not
receive any daylight.

Building Envelope: The thermal properties of the
building envelope vary with respect to climate ac-
cording to ASHRAE Standard 90.1-2004 (ASHRAE,
2004). The exterior walls are steel-framed, roof is
flat, whereas floor is based on concrete slab. There
is equal distribution of windows, and window-to-wall
ratio is set to 24.3%. Windows use single pane glaz-
ing and horizontal blinds with 0.025 m width. Infil-
tration takes place in perimeter zones and the HVAC
system of the building is based on gas furnace with
economizer as per (ASHRAE, 2004).

Peripherals: Lighting power density is set to
10.76 W/m2 whereas the electrical plug loads are set
to 8.07 W/m2. The office building accounts for 195
people in total with the occupancy density set to 3.91
people/100 m2. Occupancy is primarily controlled by
a dynamic statistical occupancy model derived from
actual data from a typical office building.

4 PROPOSED SOLUTION

This paper proposes a control framework (see Fig-
ure 3) to design, implement, and validate alternative
energy control solutions for smart buildings.

Control 
Components SimulatorsSensors

Group
Manager(s)

Location 
Map

Control 
Strategies

Grouping
Policies

Group
Directives Control 

Groups

Component
Abstractions Interfaces

Building  Components

Middleware Elements

Control and Management

Controllers

Concurrent Simulation / Execution 

Building
Design
Stack

Control
System

Figure 3: Prosed framework.

4.1 Middleware

The proposed framework offers a component-based
middleware to implement and integrate the various
energy-related components of a building. All these
elements (e.g., sensors, actuators, or simulators) are
programmed as components, that is, the basic design
level abstraction of the middleware. A component en-
ables the developer to define behaviors and implement
control strategies for the components (or subsystems)
without dealing with physical-level details. A com-
ponent can play multiple roles (Baresi and Guinea,
2011), that is, application specific behaviors in cer-
tain situations. The middleware coordinates all com-
ponents in the form of self-configuring control groups
based on their roles, location, or other logical depen-
dencies.

A control group comprises components with two
distinct types of roles: (i) supervisor, that is, a con-
troller, and (ii) follower, that is, sensors and actua-
tors —or their corresponding interfaces if simulated
by external systems (See Figure 4). A supervisor is
responsible for managing (controlling) the group by
means of control strategies (discussed later). Follow-
ers receive directives from the supervisor and apply
them. The communication within a control group is
done through asynchronous message passing. The
supervisor can send messages to all the followers
while the followers can only send messages to their
supervisor. On the other hand, the communication
among control groups and external simulators is done
through interfaces that employ sockets or any other
available/required protocol for pairing up. The con-
figuration file mentioned in Figure 4 contains the in-
formation on communication ports for connection,
type and number of variables to be exchanged, and
the time step for the data exchange.

A component can be part of various groups with
different roles and capacities and hence enables group
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compositions that allow information sharing across
groups (inter-dependent zones/components). The
control architecture uses the map of the building and
its functional zones to form control groups and inte-
grate various components.

Group

Controller
(Supervisor)

Interface
(Follower)

Abstraction
(Follower)

Control
Strategies

Configuration 
Rules

Simulator Physical
Elements

Configuration 
Rules

Figure 4: Example control group.

A component just defines the type of roles it can
perform and then the framework takes care of the or-
ganization according to the group criteria (e.g., ac-
cording to the physical rooms of the building). The
benefit of having this self-configurable system is that
by just changing the group formation criteria, one can
simulate various possible topologies of the system to
determine the best control configuration in terms of
energy efficiency. To this end, we divided each floor
of the benchmark building in five different lighting
zones and one thermal zone (because of shared HVAC
control). Group formation is based on physical loca-
tions (rooms/zones) used as primary criterion.

Figure 5 shows how different groups are formed.
The component interface represented by a black filled
circle corresponds to the supervisor role whereas a
white circle (with socket) represents followers. The
scenario in Figure 5 describes a simple control hier-
archy for a building where we have a manager (con-
troller) at zone, floor, and building level. The zone
manager is responsible for controlling (as a supervi-
sor) all the control components (followers) in a zone
that can either be real or simulated through Energy-
Plus —or other tools. Similarly, one can define the
control strategies at floor or building level where floor
managers would act as supervisors for zone managers
and as followers for the building manager.

Light
Zone 

Manager
EnergyPlus

Supervisor FollowerLegend: Component

Floor 
Manager

Building 
Manager

Figure 5: Group formation.

Control groups facilitate the definition of con-
trol rules for various group supervisors (at various
granularity levels). The control strategies, employed
by the supervisor, may be defined through a set
of functional rules or any other sophisticated learn-
ing/decision making technique, and are programmed
within the corresponding role. The ability of our ar-
chitecture to model composed zones allows one to de-
fine strategies that can help optimize the control of
inter-dependent zones/components. The supervisor
of a group will use these rules and knowledge from
the other groups it is part of to provide commands to
its followers. Figure 6 describes a control strategy
based on some simple rules for controlling the win-
dow blinds and lights according to various environ-
mental and functional scenarios.

Window Blinds:
IF (Summer) AND   (External Temperature > X): THEN

IF (Night) AND (External Radiation < Y): THEN OPEN-BLINDS
ELSE IF (DAY)  AND (External Radiation > Y):  THEN

IF (Zone != OCCUPIED): THEN CLOSE-BLINDS
IF (Zone == OCCUPIED): THEN ClOSE-BLINDS at Z Angle
IF (Zone != OCCUPIED) AND (Someone Enters): THEN OPEN-BLINDS

Lights:
IF (Zone is NOT OCCUPIED): THEN  TURNOff-LIGHTS
ELSE IF(Internal LUX more than X): THEN DIM-LIGHTS

IF(Internal LUX lower than X) AND (light are OFF): THEN TURNON-LIGHTS
IF(Internal LUX lower than X) AND (light are ON): THEN BRIGHTEN-LIGHTS

IF (Someone Enters) AND (Zone is NOT OCCUPIED): THEN TURNON-LIGHTS

Figure 6: Example control strategies.

4.2 Integrated Control

Let us now consider the zone scheme described in
Figure 2 to understand the design of an integrated
control; each floor has five zones, where four of them
have windows with controllable blinds, but there is a
common shared HVAC control for each floor. Figure
7 shows one possible control configuration where one
can have 5 groups (one for each zone), each having
a zone manager controlling all the components in the
zone according to defined control strategies. These
5 zones act as followers for the lighting and thermal
management groups which in turn are managed by the
floor manager. Each zone manager will monitor the
luminance (measured in lux) and temperature in the
zone and will inform the thermal and lighting con-
trol groups, which then will decide whether the win-
dow shades or lights could be adjusted to meet the
requirements. Besides taking the requirements of a
particular zone under consideration, a thermal man-
ager must also balance the thermal needs of the whole
zone while controlling the HVAC system. Based on
the decision of the thermal control, the zone manager
adjusts the lux by turning on and off some lights adap-
tively. Different zones collaborate together to achieve
the optimized control state.
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Figure 7: Integrated control.

4.3 Concurrent Execution/Simulation

As each component has its own execution cycle and
duration, they must be synchronized, that is, the exe-
cution of the different components must be organized,
to let the system evolve through consistent states.
Components send messages to/receive messages from
other components (via roles) on clock tick(s) to syn-
chronize the information exchange. Data exchange
with external simulators is instantaneous; sender and
receiver are paired and they remain blocked during
the interaction.

For example, let us consider that in our exam-
ple building, the movement of window blinds is con-
trolled on the basis of the light and temperature in the
zone. Weather conditions and constraints on energy
consumption are also considered during the decision
making process. It can easily be seen that weather in-
formation (updated every 15 minutes), internal light
and temperature values (available instantly) and win-
dow movements (that may take thirty seconds to
change status from open to close or vice versa) have
different frequencies and execution times: their syn-
chronization on some global time is mandatory. The
group supervisor (controller) in this case takes the re-
sponsibility of collecting the information from fol-
lowers on different time intervals and of synchroniz-
ing it on a common time (step) to make valid deci-
sions

Besides synchronizing the information flow, we
also need to take into account the type, structure, and
multiplicity of the data exchanged between parties.
For example, a sensor component sends read values
to the zone manager, while a window blind needs the
action command (the slat angle) from the manager.
Required and produced data are then stated in an ex-
ternal configuration file; involved roles (both supervi-
sors and followers) must agree on the same data ex-
change model.

5 EVALUATION

This section describes how we are evaluating the pro-
posed framework in terms of performance, useful-
ness, and ability to integrate existing simulators.

We have extended the building model, described
in Section 3, by adding dimmable lights in each zone
that are able to react according to the specified lu-
minance level in a zone. EnergyPlus is then used to
simulate the HVAC and lighting conditions within the
building to calculate the corresponding lighting, cool-
ing and heating energy requirements. We are using
the Baltimore climate and weather conditions from
TMY3 (Typical Meteorological Year version 3)3 data
set for our experimentation as some other existing so-
lutions use the same data.

We are experimenting with different control
strategies for windows shading, HVAC and artificial
lights. We are conducting experiments with the fol-
lowing two window shading control strategies: (i)
shades with fixed slat angle and (ii) dynamic control
of the shades. In the first strategy the slat angle will
be fixed (e,g., at 0°, 45°, and 90°) whereas in the sec-
ond strategy the shading is adjusted (5° shifting step)
according to the lighting and thermal needs within the
building by following rules similar to the ones of Fig-
ure 6. For HVAC, we are using the following ther-
mal strategies: (i) on/off control, which is managed
on the basis of current zone temperatures and heat-
ing/cooling schedules (set-points), (ii) optimum start
with constant temperature gradient, which anticipates
the HVAC needs based on daily schedules and per-
forms pre-heating and cooling with fixed temperature
changes per hour, (iii) optimum start with adaptive
temperature gradient, which, unlike the thermal strat-
egy (ii), takes the arithmetic average of the actual tem-
perature gradients calculated for the specified number
of previous days. For artificial lighting, we are us-
ing two control strategies: (i) discrete on/off control,
where lights can only be turned on and off based on
the current luminance level and the set-points, and (ii)
continuous (dimming) control, where lights can be
dimmed step-wise from completely bright to turned
off.

We have already tested the following three inte-
grated control strategies in our preliminary experi-
ments: the first strategy (S1) uses fixed slat angle
(45°) and on/off lighting control, the second strat-
egy (S2) also uses fixed slat angle but incorporates
dimmable lighting control, whereas the third strategy
(S3) uses dynamic slat angle and dimmable lighting
control. Moreover, we have used on/off control for
HVAC system for all three strategies where heating

3http://doe2.com/Download/Weather/TMY3/
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and cooling set-points, respectively, are 21° and 24° C
for working hours and 15.6° and 30° C otherwise. The
luminance set-point for each zone is set to 500 lux.

The simulation is run for a whole year and the time
step is set to 5 minutes in EnergyPlus, that is, the con-
trol system interacts with the building every 5 simu-
lated minutes. Figure 8 shows that S3 always has a
better energy efficiency for lighting than S2, which in
turn outperforms S1. S3 saves 12% lighting energy
(annually) with respect to S1, whereas S3 saves 4% in
comparison to S1. The experiments conducted so far
have provided interesting and encouraging results, but
more complex and complete experiments are needed
for a full assessment of our solution.

For this, we plan to use the lights and HVAC sys-
tem of a real building —our lab— and simulate the
energy requirements through EnergyPlus in order to
take more informed decisions. We will also use Siafu4

to simulate user occupancy and other contextual activ-
ities (such as meetings) that will be fed into Energy-
Plus as occupancy schedules.
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Figure 8: Energy consumption for lighting.

6 CONCLUSIONS

This paper describes a framework for the design, vali-
dation, and deployment of control systems for energy-
efficient buildings. The framework provides a middle-
ware and an architectural style for integrating hetero-
geneous components and a mechanism to define com-
plex and adaptive integrated control strategies. The
paper also exemplifies some of the features of the pro-
posed framework on the model of a realistic building.
Preliminary results from simple control scenarios are
very promising.
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